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Preparation: What You Need

q A working Docker installation

q Everything else — MLIR, LAKSA, Python — ships inside the image.

q A Gurobi WLS license (gurobi.lic)
q Free for academics: portal.gurobi.com→ Web License Service (WLS) Academic.

q We mount it into the container; the solver runs the design-space exploration.
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MLIR Introduction



Before We Start: Who Is in the Room?

q Who has taken a compiler construction course?

q Who has ever read LLVM IR?

q Who has ever written a compiler pass?

q Who has already touchedMLIR?

No worries — Let’s go through this together.
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Before We Start: Who Is in the Room?

q Who has taken a compiler construction course?

q Who has ever read LLVM IR?

q Who has ever written a compiler pass?

q Who has already touchedMLIR?

%0 = add i32 %a, %b — looks familiar?

MLIR Tutorial @ CPS26 • © Jiahong Bi • Slide 4



Before We Start: Who Is in the Room?

q Who has taken a compiler construction course?

q Who has ever read LLVM IR?

q Who has ever written a compiler pass?

q Who has already touchedMLIR?

Then you already know the pain.
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Before We Start: Who Is in the Room?

q Who has taken a compiler construction course?

q Who has ever read LLVM IR?

q Who has ever written a compiler pass?

q Who has already touchedMLIR?

In this tutorial: Idea→ Details→ Exercise.
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Why Yet Another Intermediate Representation?

TensorFlow PyTorch C / C++ Your DSL

LLVM IR

CPU GPU FPGA CGRA

q Every frontend invents its own high-level IR, own passes, own tests

q Lowering to LLVM IR too early destroys loop nests, tensors, parallelism

q What LLVM IR cannot express: affine.for, linalg.matmul, a dataflow graph
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Why Yet Another Intermediate Representation?

TensorFlow PyTorch C / C++ Your DSL

LLVM IR

CPU GPU FPGA CGRA

semantic cliff

q Every frontend invents its own high-level IR, own passes, own tests

q Lowering to LLVM IR too early destroys loop nests, tensors, parallelism

q What LLVM IR cannot express: affine.for, linalg.matmul, a dataflow graph

MLIR: do not pick one abstraction level — keep all of them in one IR.
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The Idea: One Infrastructure, Many Levels

q The IR is extensible: add your own

q A namespace of ops is a dialect

q Dialects coexist in one module

q Compiling = progressive lowering

q Verifier, printer, rewriter: reused for free

tosa

linalg

affine

scf

cf

llvm
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Anatomy of MLIR: Everything Is an Operation

func.func @sum(%A: memref<8xi32>) -> i32 {
%c0 = arith.constant 0 : i32
%r = affine.for %i = 0 to 8

iter_args(%acc = %c0) -> (i32) {
%v = affine.load %A[%i] : memref<8xi32>
%s = arith.addi %acc, %v : i32
affine.yield %s : i32

}
return %r : i32

}

Operation— the only building
block

%res = dialect.opname(operands)
{attrs} : type
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Anatomy of MLIR: Everything Is an Operation

func.func @sum(%A: memref<8xi32>) -> i32 {
%c0 = arith.constant 0 : i32
%r = affine.for %i = 0 to 8

iter_args(%acc = %c0) -> (i32) {
%v = affine.load %A[%i] : memref<8xi32>
%s = arith.addi %acc, %v : i32
affine.yield %s : i32

}
return %r : i32

}

Value & SSA

3 %c0, %v, %s are assigned once.
Types are explicit and always
printed.
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Anatomy of MLIR: Everything Is an Operation

func.func @sum(%A: memref<8xi32>) -> i32 {
%c0 = arith.constant 0 : i32
%r = affine.for %i = 0 to 8

iter_args(%acc = %c0) -> (i32) {
%v = affine.load %A[%i] : memref<8xi32>
%s = arith.addi %acc, %v : i32
affine.yield %s : i32

}
return %r : i32

}

Region & Block

affine.for carries a region: a list of
blocks, each a list of operations.
Nesting is native — no CFG
flattening needed.

Operation→ Region→ Block→ Operation→ . . .
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Anatomy of MLIR: Everything Is an Operation

func.func @sum(%A: memref<8xi32>) -> i32 {
%c0 = arith.constant 0 : i32
%r = affine.for %i = 0 to 8

iter_args(%acc = %c0) -> (i32) {
%v = affine.load %A[%i] : memref<8xi32>
%s = arith.addi %acc, %v : i32
affine.yield %s : i32

}
return %r : i32

}

Block arguments instead of φ

iter_args(%acc = %c0) is the
loop-carried value: a block
argument, not a phi node.

Operation→ Region→ Block→ Operation→ . . .
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Anatomy of MLIR: Everything Is an Operation

func.func @sum(%A: memref<8xi32>) -> i32 {
%c0 = arith.constant 0 : i32
%r = affine.for %i = 0 to 8

iter_args(%acc = %c0) -> (i32) {
%v = affine.load %A[%i] : memref<8xi32>
%s = arith.addi %acc, %v : i32
affine.yield %s : i32

}
return %r : i32

}

Dialects mixed freely

func, arith, affine, memref— four
dialects, one function, all verified
together.

Operation→ Region→ Block→ Operation→ . . .

recursively nested, uniformly handled
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Dialects You Will Meet Today

q arith, memref, func— the everyday vocabulary

q affine— loop nests with analyzable index expressions

q scf— structured control flow: scf.for, scf.if, scf.while

q cf, llvm— unstructured CFG, then the way out to a backend

q dfg— ours: processes and channels, the dataflow MoC

q emithls— ours: operations mapped to HLS
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q arith, memref, func— the everyday vocabulary

q affine— loop nests with analyzable index expressions

q scf— structured control flow: scf.for, scf.if, scf.while

q cf, llvm— unstructured CFG, then the way out to a backend

q dfg— ours: processes and channels, the dataflow MoC

q emithls— ours: operations mapped to HLS

Higher dialect = more structure preserved = better analysis.
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Dialects You Will Meet Today

q arith, memref, func— the everyday vocabulary

q affine— loop nests with analyzable index expressions

q scf— structured control flow: scf.for, scf.if, scf.while

q cf, llvm— unstructured CFG, then the way out to a backend

q dfg— ours: processes and channels, the dataflow MoC

q emithls— ours: operations mapped to HLS

Lower dialect = closer to hardware = fewer assumptions available.
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Dialects You Will Meet Today

q arith, memref, func— the everyday vocabulary

q affine— loop nests with analyzable index expressions

q scf— structured control flow: scf.for, scf.if, scf.while

q cf, llvm— unstructured CFG, then the way out to a backend

q dfg— ours: processes and channels, the dataflow MoC

q emithls— ours: operations mapped to HLS

Adding dfg and emithls cost us a dialect definition
not a complete compiler frontend.
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Preparation: Getting Started

docker pull ghcr.io/tud-ccc/laksa:cps-tutorial

docker run --rm -it -p 8888:8888 \
-v "/your/path/to/gurobi.lic:/opt/gurobi/gurobi.lic:ro" \
ghcr.io/tud-ccc/laksa:cps-tutorial \
jupyter lab --ip 0.0.0.0 --allow-root --no-browser

MLIR Tutorial @ CPS26 • © Jiahong Bi • Slide 9



A Small Test: How Far Down Is This Loop?

Source

for (int i = 0; i < 8; i++)
B[i] = A[i] * 2; Write down what you expect the MLIR to look

like.
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A Small Test: How Far Down Is This Loop?

Source

for (int i = 0; i < 8; i++)
B[i] = A[i] * 2;

Question: which dialect is each
version in, and what did we lose
going down?

Version A
affine.for %i = 0 to 8 {

%v = affine.load %A[%i] : memref<8xi32>
%d = arith.muli %v, %c2 : i32
affine.store %d, %B[%i] : memref<8xi32>

}
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A Small Test: How Far Down Is This Loop?

Source

for (int i = 0; i < 8; i++)
B[i] = A[i] * 2;

Question: which dialect is each
version in, and what did we lose
going down?

Version A
affine.for %i = 0 to 8 {

%v = affine.load %A[%i] : memref<8xi32>
%d = arith.muli %v, %c2 : i32
affine.store %d, %B[%i] : memref<8xi32>

}

affine— bounds and indices are affine maps;

tiling, fusion, dependence analysis all still

possible.
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A Small Test: How Far Down Is This Loop?

Source

for (int i = 0; i < 8; i++)
B[i] = A[i] * 2;

Question: which dialect is each
version in, and what did we lose
going down?

Version B
scf.for %i = %c0 to %c8 step %c1 {

%v = memref.load %A[%i] : memref<8xi32>
%d = arith.muli %v, %c2 : i32
memref.store %d, %B[%i] : memref<8xi32>

}
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A Small Test: How Far Down Is This Loop?

Source

for (int i = 0; i < 8; i++)
B[i] = A[i] * 2;

Question: which dialect is each
version in, and what did we lose
going down?

Version B
scf.for %i = %c0 to %c8 step %c1 {

%v = memref.load %A[%i] : memref<8xi32>
%d = arith.muli %v, %c2 : i32
memref.store %d, %B[%i] : memref<8xi32>

}

scf— still a loop, but the index is now an

opaque value: no affine analysis any more.
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A Small Test: How Far Down Is This Loop?

Source

for (int i = 0; i < 8; i++)
B[i] = A[i] * 2;

Question: which dialect is each
version in, and what did we lose
going down?

Version C
^bb1(%i: index):

%c = arith.cmpi slt, %i, %c8 : index
cf.cond_br %c, ^bb2, ^bb3

^bb2:
...
cf.br ^bb1(%i1 : index)
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A Small Test: How Far Down Is This Loop?

Source

for (int i = 0; i < 8; i++)
B[i] = A[i] * 2;

Question: which dialect is each
version in, and what did we lose
going down?

Version C
^bb1(%i: index):

%c = arith.cmpi slt, %i, %c8 : index
cf.cond_br %c, ^bb2, ^bb3

^bb2:
...
cf.br ^bb1(%i1 : index)

cf— the loop is gone. Only a CFG remains;

recovering the nest is now reverse

engineering.
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A Small Test: How Far Down Is This Loop?

Source

for (int i = 0; i < 8; i++)
B[i] = A[i] * 2;

Question: which dialect is each
version in, and what did we lose
going down?

Lesson: do the domain-specific work before you throw the structure away.
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Dataflow Model of Computation

q Application graph: actors connected by

FIFO channels

q Data travels as tokens. No shared

variables.

q An actor fires when enough tokens have

arrived

q Actors are parallel process: they run

simultaneously

A FIFO B

FIFO

CFIFOD
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Dataflow Model of Computation

q Application graph: actors connected by

FIFO channels

q Data travels as tokens. No shared

variables.

q An actor fires when enough tokens have

arrived

q Actors are parallel process: they run

simultaneously

A FIFO B

FIFO

CFIFOD

A, B, C, D all busy
at the same time
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The dfg Dialect: Nodes

dfg.process @node
inputs(%in: !dfg.output<i32>)
outputs(%out: !dfg.input<i32>)

{
dfg.loop inputs(%in: !dfg.output<i32>)

outputs(%out: !dfg.input<i32>)
{

%t = dfg.pull %in : !dfg.output<i32>
%r = ... // any MLIR ops
dfg.push %r to %out : !dfg.input<i32>

}
}

dfg.process is one actor

It declares its ports and nothing
else about the outside world. It
cannot see any other actor.
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The dfg Dialect: Nodes

dfg.process @node
inputs(%in: !dfg.output<i32>)
outputs(%out: !dfg.input<i32>)

{
dfg.loop inputs(%in: !dfg.output<i32>)

outputs(%out: !dfg.input<i32>)
{

%t = dfg.pull %in : !dfg.output<i32>
%r = ... // any MLIR ops
dfg.push %r to %out : !dfg.input<i32>

}
}

The port types look swapped

They are named from the
channel’s side: !dfg.output<T> is
a channel’s exit, so that is where
the actor pulls.
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The dfg Dialect: Nodes

dfg.process @node
inputs(%in: !dfg.output<i32>)
outputs(%out: !dfg.input<i32>)

{
dfg.loop inputs(%in: !dfg.output<i32>)

outputs(%out: !dfg.input<i32>)
{

%t = dfg.pull %in : !dfg.output<i32>
%r = ... // any MLIR ops
dfg.push %r to %out : !dfg.input<i32>

}
}

dfg.loop runs forever

One pass through the body =
one firing. It stops only when
the incoming streams run dry —
and then closes its own outputs,
so the whole graph winds down.
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The dfg Dialect: Nodes

dfg.process @node
inputs(%in: !dfg.output<i32>)
outputs(%out: !dfg.input<i32>)

{
dfg.loop inputs(%in: !dfg.output<i32>)

outputs(%out: !dfg.input<i32>)
{

%t = dfg.pull %in : !dfg.output<i32>
%r = ... // any MLIR ops
dfg.push %r to %out : !dfg.input<i32>

}
}

pull and push are the only way
in and out

A pull waits until a token is
there; a push waits until the FIFO
has room. No shared memory,
no locks.
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The dfg Dialect: Nodes

dfg.process @node
inputs(%in: !dfg.output<i32>)
outputs(%out: !dfg.input<i32>)

{
dfg.loop inputs(%in: !dfg.output<i32>)

outputs(%out: !dfg.input<i32>)
{

%t = dfg.pull %in : !dfg.output<i32>
%r = ... // any MLIR ops
dfg.push %r to %out : !dfg.input<i32>

}
}

dfg.operator is the simple case

It consumes one token per port
and produces one result per
port, every firing. Fixed rates
mean the schedule can be
computed at compile time.
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The dfg Dialect: Edges and Graphs

dfg.region @graph
inputs(%in: !dfg.output<i32>)
outputs(%out: !dfg.input<i32>)

{
%ch_in, %ch_out = dfg.channel(4) : i32

dfg.instantiate @node0
inputs(%in) outputs(%ch_in)
: (!dfg.output<i32>) -> !dfg.input<i32>

dfg.instantiate @node1
inputs(%ch_out) outputs(%out)
: (!dfg.output<i32>) -> !dfg.input<i32>

}

dfg.channel is one FIFO

It hands you both ends: one to
push into, one to pull from. (4)
sets the depth; () leaves it
unbounded.
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The dfg Dialect: Edges and Graphs

dfg.region @graph
inputs(%in: !dfg.output<i32>)
outputs(%out: !dfg.input<i32>)

{
%ch_in, %ch_out = dfg.channel(4) : i32

dfg.instantiate @node0
inputs(%in) outputs(%ch_in)
: (!dfg.output<i32>) -> !dfg.input<i32>

dfg.instantiate @node1
inputs(%ch_out) outputs(%out)
: (!dfg.output<i32>) -> !dfg.input<i32>

}

dfg.instantiate places an
actor

You write an actor once and
place it as often as you like, each
copy wired to its own FIFOs.
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The dfg Dialect: Edges and Graphs

dfg.region @graph
inputs(%in: !dfg.output<i32>)
outputs(%out: !dfg.input<i32>)

{
%ch_in, %ch_out = dfg.channel(4) : i32

dfg.instantiate @node0
inputs(%in) outputs(%ch_in)
: (!dfg.output<i32>) -> !dfg.input<i32>

dfg.instantiate @node1
inputs(%ch_out) outputs(%out)
: (!dfg.output<i32>) -> !dfg.input<i32>

}

dfg.region is the wiring
diagram

It contains only FIFOs and
placed actors — never any
computation. dfg.embed drops
one diagram inside another.

MLIR Tutorial @ CPS26 • © Jiahong Bi • Slide 13



The dfg Dialect: Edges and Graphs

dfg.region @graph
inputs(%in: !dfg.output<i32>)
outputs(%out: !dfg.input<i32>)

{
%ch_in, %ch_out = dfg.channel(4) : i32

dfg.instantiate @node0
inputs(%in) outputs(%ch_in)
: (!dfg.output<i32>) -> !dfg.input<i32>

dfg.instantiate @node1
inputs(%ch_out) outputs(%out)
: (!dfg.output<i32>) -> !dfg.input<i32>

}

Why split it this way

The actor says what is computed,
the region says how things are
connected. Each can be rewritten
without touching the other.
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Your Turn: Build This Graph

node0

node1 node2

node3

q Switch back to notebook

q Build this graph

q Render it to DOT and compare
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High-Level Synthesis



Programming FPGAs in C/C++

q You write C/C++, the tool writes the

circuit

q A CPU runs your code one instruction

at a time

q HLS turns your code into hardware

that exists at once

q The tool picks a schedule — pragmas

let you steer it

for (...)

int A[1024];

a * b

a + b, if, ...
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Programming FPGAs in C/C++

q You write C/C++, the tool writes the

circuit

q A CPU runs your code one instruction

at a time

q HLS turns your code into hardware

that exists at once

q The tool picks a schedule — pragmas

let you steer it

for (...)

int A[1024];

a * b

a + b, if, ...

state machine

BRAM

DSP

LUT + FF

BRAM, DSP, LUT, FF: the four numbers in every HLS
report
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Four Pragmas That Matter Most

for (int i = 0; i < N; i++) {
#pragma HLS pipeline II=1
y[i] = a[i] * b[i];

}

pipeline — overlap iterations

Start a new iteration every II cycles,
before the previous one has
finished. Same hardware, used
every cycle.
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Four Pragmas That Matter Most

for (int i = 0; i < N; i++) {
#pragma HLS unroll factor=4
y[i] = a[i] * b[i];

}

unroll — copy the hardware

Four copies of the loop body,
working side by side. 4× faster and
4× the multipliers.
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Four Pragmas That Matter Most

int a[N];
#pragma HLS array_partition \

variable=a type=cyclic factor=4

array_partition — split a memory

One BRAM can serve at most 2
reads per cycle. Splitting a into 4
banks gives you 8. cyclic, block or
complete.
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Four Pragmas That Matter Most

void top(...) {
hls::stream<int> s;

#pragma HLS stream variable=s depth=4

#pragma HLS dataflow
produce(in, s);
consume(s, out);

}

dataflow + stream — run functions
side by side

Each function becomes its own
block, connected by FIFOs. Sound
familiar? This is the dfg dialect,
written in C.

MLIR Tutorial @ CPS26 • © Jiahong Bi • Slide 17



Exercise: How Many BRAMs?

The rule for today

One BRAM18K holds
18× 1024 = 18 432 bit.
For each bank:

#BRAM18K =

⌈
Nelem ×#bits

18 432

⌉
int = 32 bit, short = 16 bit.

Array Pragma BRAM

int A[1024] — ?

short A[1024] — ?

int A[1024] cyclic factor=2 ?

int A[1024] cyclic factor=8 ?

int A[1024] complete ?
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Exercise: How Many BRAMs?

The rule for today

One BRAM18K holds
18× 1024 = 18 432 bit.
For each bank:

#BRAM18K =

⌈
Nelem ×#bits

18 432

⌉
int = 32 bit, short = 16 bit.

Array Pragma BRAM

int A[1024] — 2

short A[1024] — ?

int A[1024] cyclic factor=2 ?

int A[1024] cyclic factor=8 ?

int A[1024] complete ?

1024× 32 = 32 768 bit > 18 432: one BRAM is not enough.
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Exercise: How Many BRAMs?

The rule for today

One BRAM18K holds
18× 1024 = 18 432 bit.
For each bank:

#BRAM18K =

⌈
Nelem ×#bits

18 432

⌉
int = 32 bit, short = 16 bit.

Array Pragma BRAM

int A[1024] — 2

short A[1024] — 1

int A[1024] cyclic factor=2 ?

int A[1024] cyclic factor=8 ?

int A[1024] complete ?

1024× 16 = 16 384 bit: fits into one.
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Exercise: How Many BRAMs?

The rule for today

One BRAM18K holds
18× 1024 = 18 432 bit.
For each bank:

#BRAM18K =

⌈
Nelem ×#bits

18 432

⌉
int = 32 bit, short = 16 bit.

Array Pragma BRAM

int A[1024] — 2

short A[1024] — 1

int A[1024] cyclic factor=2 2

int A[1024] cyclic factor=8 ?

int A[1024] complete ?

Two banks of 512× 32 = 16 384 bit: one BRAM each. Splitting was free.
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Exercise: How Many BRAMs?

The rule for today

One BRAM18K holds
18× 1024 = 18 432 bit.
For each bank:

#BRAM18K =

⌈
Nelem ×#bits

18 432

⌉
int = 32 bit, short = 16 bit.

Array Pragma BRAM

int A[1024] — 2

short A[1024] — 1

int A[1024] cyclic factor=2 2

int A[1024] cyclic factor=8 8

int A[1024] complete ?

Eight banks of 128× 32 = 4 096 bit: each BRAM under a quarter full.
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Exercise: How Many BRAMs?

The rule for today

One BRAM18K holds
18× 1024 = 18 432 bit.
For each bank:

#BRAM18K =

⌈
Nelem ×#bits

18 432

⌉
int = 32 bit, short = 16 bit.

Array Pragma BRAM

int A[1024] — 2

short A[1024] — 1

int A[1024] cyclic factor=2 2

int A[1024] cyclic factor=8 8

int A[1024] complete 0

Single elements become registers, not BRAM: 0 BRAM, 1024× 32 = 32 768 flip-flops.
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Exercise: How Many BRAMs?

The rule for today

One BRAM18K holds
18× 1024 = 18 432 bit.
For each bank:

#BRAM18K =

⌈
Nelem ×#bits

18 432

⌉
int = 32 bit, short = 16 bit.

Array Pragma BRAM

int A[1024] — 2

short A[1024] — 1

int A[1024] cyclic factor=2 2

int A[1024] cyclic factor=8 8

int A[1024] complete 0

Split an array only as far as you need parallel reads — every extra bank costs a whole
BRAM.

Tiny arrays or too much parallelism neeed?
#pragma HLS bind_storage impl=lutram keeps them out of BRAM.
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Exercise: How Many DSPs?

short a[64], b[64];
int acc = 0;
for (int i = 0; i < 64; i++) {
#pragma HLS pipeline II=1

acc += a[i] * b[i];
}

The rule for today

16 × 16 bit multiply→ 2 DSP
32 × 32 bit multiply→ 4 DSP
add, compare, …→ 0 DSP

Variant DSP

as shown ?

+ unroll factor=4 ?

+ unroll (complete) ?

int instead of short ?

int + unroll factor=4 ?
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Exercise: How Many DSPs?

short a[64], b[64];
int acc = 0;
for (int i = 0; i < 64; i++) {
#pragma HLS pipeline II=1

acc += a[i] * b[i];
}

The rule for today

16 × 16 bit multiply→ 2 DSP
32 × 32 bit multiply→ 4 DSP
add, compare, …→ 0 DSP

Variant DSP

as shown 2

+ unroll factor=4 ?

+ unroll (complete) ?

int instead of short ?

int + unroll factor=4 ?

64 multiplies, but only one multiplier (2 DSPs) — reused every cycle.

MLIR Tutorial @ CPS26 • © Jiahong Bi • Slide 19



Exercise: How Many DSPs?

short a[64], b[64];
int acc = 0;
for (int i = 0; i < 64; i++) {
#pragma HLS pipeline II=1

acc += a[i] * b[i];
}

The rule for today

16 × 16 bit multiply→ 2 DSP
32 × 32 bit multiply→ 4 DSP
add, compare, …→ 0 DSP

Variant DSP

as shown 2

+ unroll factor=4 8

+ unroll (complete) ?

int instead of short ?

int + unroll factor=4 ?

Four copies of the body: 4× 2 = 8.
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Exercise: How Many DSPs?

short a[64], b[64];
int acc = 0;
for (int i = 0; i < 64; i++) {
#pragma HLS pipeline II=1

acc += a[i] * b[i];
}

The rule for today

16 × 16 bit multiply→ 2 DSP
32 × 32 bit multiply→ 4 DSP
add, compare, …→ 0 DSP

Variant DSP

as shown 2

+ unroll factor=4 8

+ unroll (complete) 128

int instead of short ?

int + unroll factor=4 ?

One multiplier per iteration: 64× 2 = 128. Fast, and very expensive.
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Exercise: How Many DSPs?

short a[64], b[64];
int acc = 0;
for (int i = 0; i < 64; i++) {
#pragma HLS pipeline II=1

acc += a[i] * b[i];
}

The rule for today

16 × 16 bit multiply→ 2 DSP
32 × 32 bit multiply→ 4 DSP
add, compare, …→ 0 DSP

Variant DSP

as shown 2

+ unroll factor=4 8

+ unroll (complete) 128

int instead of short 4

int + unroll factor=4 ?

Still one multiplier — but a 32-bit one costs 4 DSPs.
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Exercise: How Many DSPs?

short a[64], b[64];
int acc = 0;
for (int i = 0; i < 64; i++) {
#pragma HLS pipeline II=1

acc += a[i] * b[i];
}

The rule for today

16 × 16 bit multiply→ 2 DSP
32 × 32 bit multiply→ 4 DSP
add, compare, …→ 0 DSP

Variant DSP

as shown 2

+ unroll factor=4 8

+ unroll (complete) 128

int instead of short 4

int + unroll factor=4 16

4× 4 = 16: width and parallelism multiply.
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Exercise: How Many DSPs?

short a[64], b[64];
int acc = 0;
for (int i = 0; i < 64; i++) {
#pragma HLS pipeline II=1

acc += a[i] * b[i];
}

The rule for today

16 × 16 bit multiply→ 2 DSP
32 × 32 bit multiply→ 4 DSP
add, compare, …→ 0 DSP

Variant DSP

as shown 2

+ unroll factor=4 8

+ unroll (complete) 128

int instead of short 4

int + unroll factor=4 16

DSPs count the multipliers that exist at the same time — not the multiplies you run.
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Exercise: How Many DSPs?

short a[64], b[64];
int acc = 0;
for (int i = 0; i < 64; i++) {
#pragma HLS pipeline II=1

acc += a[i] * b[i];
}

The rule for today

16 × 16 bit multiply→ 2 DSP
32 × 32 bit multiply→ 4 DSP
add, compare, …→ 0 DSP

Variant DSP

as shown 2

+ unroll factor=4 8

+ unroll (complete) 128

int instead of short 4

int + unroll factor=4 16

Bonus: with unroll factor=4, how many banks do a and b need to keep II=1?
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BRAM Challenge

#BRAM18K ≈
⌈

#bit× Nelem
18,432

⌉

32 64 96 128 160 192 224

4

8

12

16

20

24

Input size S

#
B
R
A
M
1
8
K

#bit = 8
Nelem = S2
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BRAM Challenge

#BRAM18K ≈
⌈

#bit× Nelem
18,432

⌉

32 64 96 128 160 192 224
100

101

102

103

Input size S

#
B
R
A
M
1
8
K

c = 8

c = 16

c = 32

c = 64

#bit = 8
Nelem = c · S2
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BRAM Challenge

#BRAM18K ≈
⌈

#bit× Nelem
18,432

⌉

32 64 96 128 160 192 224
100

101

102

103

Input size S

#
B
R
A
M
1
8
K

c = 8

c = 16

c = 32

c = 64

#bit = 8
Nelem = c · S2

We don’t need to store all the data!
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Line Buffer

Nelem = S × (K − 1)

S: input size, K : kernel size
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Line Buffer

Nelem = S × (K − 1)× D

S: input size, K : kernel size
D: dilation
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Line Buffer

S: input size, K : kernel size
D: dilation, C: channels

Nelem = S × (K − 1)× D× C

32 64 96 128 160 192 224

100

101

102

103

Input size S

#
B
R
A
M
1
8
K c = 4

c = 16

c = 64

line buffer

full tensor

#bit = 8
K = 3, D = 1
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Line Buffer

32 64 96 128 160 192 224

100

101

102

103

Input size S

#
B
R
A
M
1
8
K

K = 3 K = 5 K = 7

#bit = 8
D = 1, c = 64

32 64 96 128 160 192 224

100

101

102

103

Input size S

#
B
R
A
M
1
8
K

D = 1 D = 2 D = 3 D = 4

#bit = 8
K = 3, c = 64
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Line Buffer

32 64 96 128 160 192 224

100

101

102

103

Input size S

#
B
R
A
M
1
8
K

K = 3 K = 5 K = 7

#bit = 8
D = 1, c = 64

32 64 96 128 160 192 224

100

101

102

103

Input size S

#
B
R
A
M
1
8
K

D = 1 D = 2 D = 3 D = 4

#bit = 8
K = 3, c = 64

What is missing now?
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LAKSA



Toolflow

Graph of
linalg Kernels
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Toolflow

Graph of
linalg Kernels

linalg
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Compiler-driven Automated Resource-aware
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Design Space Exploration

min

max
p∈P

∑
v∈p

Cycles(v)

 (Objective)

∀ ` ∈ L : u` | trip(`) (Unroll Constr)

∀ ` ∈ Lpipe : u` = trip(`) (Pipeline Constr)∑
b∈B

∑
`∈L(b)

u` η`b ≤ Btotal (BRAM Constr)

∑
d∈D

∑
`∈L(d)

u` η`d ≤ Dtotal (DSP Constr)

∀ s ∈ S : κsrc(s) = κdst(s) (Stream Shape)

∀ ` ∈ L, s ∈ S(`) : κ`(s) = u` (Stream Access)
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Design Space Exploration

min

max
p∈P

∑
v∈p

Cycles(v)

 (Objective)

∀ ` ∈ L : u` | trip(`) (Unroll Constr)

∀ ` ∈ Lpipe : u` = trip(`) (Pipeline Constr)∑
b∈B

∑
`∈L(b)

u` η`b ≤ Btotal (BRAM Constr)

∑
d∈D

∑
`∈L(d)

u` η`d ≤ Dtotal (DSP Constr)

∀ s ∈ S : κsrc(s) = κdst(s) (Stream Shape)

∀ ` ∈ L, s ∈ S(`) : κ`(s) = u` (Stream Access)
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Design Space Exploration

min

max
p∈P

∑
v∈p

Cycles(v)

 (Objective)

∀ ` ∈ L : u` | trip(`) (Unroll Constr)

∀ ` ∈ Lpipe : u` = trip(`) (Pipeline Constr)∑
b∈B

∑
`∈L(b)

u` η`b ≤ Btotal (BRAM Constr)

∑
d∈D

∑
`∈L(d)

u` η`d ≤ Dtotal (DSP Constr)

∀ s ∈ S : κsrc(s) = κdst(s) (Stream Shape)

∀ ` ∈ L, s ∈ S(`) : κ`(s) = u` (Stream Access)

Back to the notebook to the exercise!
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Elastic Hardware: Ready/Valid Handshake

Producer Consumer

FIFO

data data

q data: the token itself

q valid (→): “I have a token for you”

q ready (←): “I have room for it”

q A token moves only in a cycle where valid and ready are both 1

q FIFO full⇒ ready = 0⇒ the producer waits. No token is ever lost.
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Elastic Hardware: Ready/Valid Handshake

Producer Consumer

FIFO

data

valid

data

valid

q data: the token itself

q valid (→): “I have a token for you”

q ready (←): “I have room for it”

q A token moves only in a cycle where valid and ready are both 1

q FIFO full⇒ ready = 0⇒ the producer waits. No token is ever lost.
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Elastic Hardware: Ready/Valid Handshake

Producer Consumer

FIFO

data

valid

ready

data

valid

ready

q data: the token itself

q valid (→): “I have a token for you”

q ready (←): “I have room for it”

q A token moves only in a cycle where valid and ready are both 1

q FIFO full⇒ ready = 0⇒ the producer waits. No token is ever lost.
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Elastic Hardware: Ready/Valid Handshake

Producer Consumer

FIFO

data

valid

ready

data

valid

ready

q data: the token itself

q valid (→): “I have a token for you”

q ready (←): “I have room for it”

q A token moves only in a cycle where valid and ready are both 1

q FIFO full⇒ ready = 0⇒ the producer waits. No token is ever lost.

MLIR Tutorial @ CPS26 • © Jiahong Bi • Slide 25



Elastic Hardware: Ready/Valid Handshake

Producer Consumer

FIFO

data

valid
ready

data

valid
ready

q data: the token itself

q valid (→): “I have a token for you”

q ready (←): “I have room for it”

q A token moves only in a cycle where valid and ready are both 1

q FIFO full⇒ ready = 0⇒ the producer waits. No token is ever lost.
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Why a Diamond Can Deadlock

A

B

C

D

needs 8 tokens
before its first output

passes each token
on at once

A sends every token to both B and C.
D needs one token from each side to
fire.

Every FIFO holds 2 tokens.
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Why a Diamond Can Deadlock

A

B

C

D

needs 8 tokens
before its first output

passes each token
on at once

C forwards at once — but D is still
waiting for B.

C→ D fills up.
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Why a Diamond Can Deadlock

A

B

C

D

needs 8 tokens
before its first output

passes each token
on at once

C cannot push, so it stops taking
tokens.

A→ C fills up.
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Why a Diamond Can Deadlock

A

B

C

D

needs 8 tokens
before its first output

passes each token
on at once

stalled

has 5 / 8

A cannot push to C, so it stops —
towards B as well.

The short side holds only 2 + 1 + 2 = 5
tokens. B is stuck at 5 of 8.

Nobody can move: deadlock.

MLIR Tutorial @ CPS26 • © Jiahong Bi • Slide 26



Why a Diamond Can Deadlock

A

B

C

D

needs 8 tokens
before its first output

passes each token
on at once

stalled

has 5 / 8 The fast side needs room for every
token that piles up while the slow
side is busy.
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Stream FIFO Resize

q Step 1 — every FIFO: as deep as the cycles its consumer spends on one token.

The producer never waits to push.

q Step 2 — every merge: measure each incoming branch’s latency L from the

source. Give every faster branch the difference.
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Stream FIFO Resize

q Step 1 — every FIFO: as deep as the cycles its consumer spends on one token.

The producer never waits to push.

q Step 2 — every merge: measure each incoming branch’s latency L from the

source. Give every faster branch the difference.
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Stream FIFO Resize

q Step 1 — every FIFO: as deep as the cycles its consumer spends on one token.

The producer never waits to push.

q Step 2 — every merge: measure each incoming branch’s latency L from the

source. Give every faster branch the difference.

de = ccons(e)︸ ︷︷ ︸
step 1

+ max
i

Li − Le︸ ︷︷ ︸
step 2, only at merges
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Stream FIFO Resize

q Step 1 — every FIFO: as deep as the cycles its consumer spends on one token.

The producer never waits to push.

q Step 2 — every merge: measure each incoming branch’s latency L from the

source. Give every faster branch the difference.

de = ccons(e)︸ ︷︷ ︸
step 1

+ max
i

Li − Le︸ ︷︷ ︸
step 2, only at merges

In the diamond: the C side grows by LB − LC — exactly the tokens that pile up while B is
busy.
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Stream FIFO Resize

q Step 1 — every FIFO: as deep as the cycles its consumer spends on one token.

The producer never waits to push.

q Step 2 — every merge: measure each incoming branch’s latency L from the

source. Give every faster branch the difference.

de = ccons(e)︸ ︷︷ ︸
step 1

+ max
i

Li − Le︸ ︷︷ ︸
step 2, only at merges

Solved inside the same model as the DSE — no simulation, no guessing.
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CGRA

If you still remember Monday



The DFG to CGRA Toolflow

dfg
dialect

lowering affine
dialect

legal-
ization

loop an-
notation

DFG gen-
eration

mapping
bitstream
gener-
ation

pre +
post
sepa-
ration

driver
gener-
ation

RISC-V
appli-
cation

sim / hw

frontend MLIR optimizations

hardware path

software path
+ backend

deployment
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Mocasin

Robert Khasanov



Backup slides



Two Flavors: KPN and SDF

Kahn Process Network (KPN)

q Reads whenever it wants; waits if

the FIFO is empty

q Token counts may depend on the

data

Synchronous Dataflow (SDF)

q Every firing reads and writes a fixed

number of tokens

q Those numbers are written on the

arrows

Same boxes and arrows. The difference is the rule for when an actor may fire.
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Two Flavors: KPN and SDF

Kahn Process Network (KPN)

q Reads whenever it wants; waits if

the FIFO is empty

q Token counts may depend on the

data

drop negatives
5 -2 7 -1 5 7

4 tokens in, 2 out — the values decide
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Flexible — but nobody knows in advance
how full a FIFO will get.
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q Every firing reads and writes a fixed

number of tokens

q Those numbers are written on the

arrows
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A fires 3×, B fires 2×— then the FIFO is
empty again. Computable before running.

Next: dfg.process is a KPN actor, dfg.operator is an SDF actor.
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