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Humans are Lazy!

Humans Could Be Prone To Laziness

According to Michael In
Toronto, we're lazy and

It’s true that we often look for the easy option, the path of least resistance, the shortcut
+n cnirrace Tfwrait havwra a ramata rantral whyr oot up and switch channels on the TV

D I S E D V E R irket? If you can get away with doing

i t?

measured given equal o

WE HAVE COMPLETED MAINTENANCE ON DISCOVERMAGAZINE.COM AND ACTION MAY BE REQUIRED ON YOUR ACCOUNT. LEARN MO} WL R B e .
" H ' o . O s . .
Does it mean we're la u might think no one is ever tempted

effort,” says Inzlicht. “W
maximize the amount ot

An October 2018 study
may in fact, be wired foi
benefits of exercise, our

It's not completely clear
there is an evolutionary
able to go to the grocer
calorie we burned mear

And we're equally econ
for an hour and get an £
spend an hour.

THE SCIENCES | MIND | TECHNOLOGY | HEALTH | ENVIRONMENT | PLANET EARTH 1ysical strain, so it makes sense to

Humans Could be Prone to Laziness, But We'll Put in
Effort for a High Reward

What makes us lazy? Find out how laziness could be a whole new take on "working smarter not harder."

By Sara Novak
Feb 26, 2024 6:00 PM

Using brain power does burn calories, and, in fact, the brain is among the body’s biggest

usurpers of caloric energy. Some researchers even contend that the higher your IQ, the

more calories your brain burns.

“Edge Intelligence: Time for the Edge to Grow Up!” 2




We created Al to help us do boring tasks...

U

m AT S
50 th UBSBelaTe YWY  \iE'RE SMART ENOUGH T0

ot can o INVENT Al, DUMB ENOUGH
laund Ae{eWe 10 NEED IT. AND SO STUPID
~UNgny MO  THAT WE CAN'T FIGURE 0UT
Ao g 7 IF WE DID THE RIGHT THING.

— JERRY SEINFELD
ON ARTIFICIAL INTELLIGENCE

“Edge Intelligence: Time for the Edge to Grow Up!”



Doing something, does not mean doing it efficiently!

Never Mistake
Activity for

Achievement

-John Wooden

stretch vr

“I choose a lazy person to do a hard job. Because a lazy person will find an easy way to do it”
— (attributed to Bill Gates, although its origin maybe much longer in time...)

K@LOG
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So, why is this relevant to today’s talk?

K@LOG

“Edge Intelligence: Time for the Edge to Grow Up!”



The Circle of Life...

Al BASICS
§  COMPUTERVISION |

El " & -~ 7y > vy INTE!
EFFICIENT ML o . < . .

- Y ¥ e REAL IMPAS"
- - w e ST g pricHTER TOMOR

1. Infancy B8 2 Student T _‘.Eaﬂ?" :

. Edge Al is Born % Learning the

L. Fundamentals Facing Real-World B ' Emerging Technologies

Challenges i & Future Directions

“Edge Intelligence: Time for the Edge to Grow Up!” 6



1964: Stanley Kubrick's “Connected World”

- Before ARPANET
Before the Internet
- Before Minski’s & Papert’s Vision Project (1966)

“Edge Intelligence: Time for the Edge to Grow Up!” 7
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The “Birth” of Edge Al

Te ,
Anfancy s

& cdge Al is Born |

/—-—\

“Edge Intelligence: Time for the Edge to Grow Up!” 9
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Siep 1: Communications (the “loT“ Buzz)

Edge Al Market > EvVE E

There will be 2.5 billion tiny iE 2,5 Billion

edge devices across industrial, _ W | finy edge

smart city and consumer

electronics by 2030

r—— - "y $24.9B

‘I @® Manufacturing

@ Smart Cities
V ® Retail
® Energy
Government
@® Others

Global Market Size,
2025

Source:
www.grandviewresearch.com




loT, Edge, Embedded, Smart, Intelligent...

Key Challenge

Robust (Reliable & Secure), Resource-Constrained, and Real-
Time technologies for Intelligence @ Edge

Sense 2 Analyze & Decide > React

“Edge Intelligence: Time for the Edge to Grow Up!”
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Edge Al lllustrated

INPUTS / SENSORS

Camera

EMBEDDED
PROCESSOR
SoC / NPU / GPU

—
0 Images / Video

-

S
— Microphone
e y Audio
IMU
Motion /
Orientation
e Environmental
O Temp / Humidity /
Pressure
k. =
’Q\ Radar / LiDAR
G (‘ . ') Range / Point
Clouds
) S—

NEURAL NETWORK

Ne,

]

= A

EDGE Al

On-device intelligence
INFERENCE
Run Al models on embedded

hardware, near the sensor,
to perceive, decide and act
in the real world.

Models run locally

—

POWER & ENERGY
EFFICIENCY

Low power operation

€3
REAL-TIME

DECISION-MAKING

[
Act in milliseconds |
s 7

PRIVACY & SECURITY |

Data stays local
No cloud required

RESOURCE-AWARE

2%

Bandwidth constrained

Low latency <« Limited memory

OUTPUTS:
DECISIONS & ACTIONS

7

~ r’a" Detection
‘ Find objects
e )
L or events
7 \
; Classification
0 Recognize
what it is
\'-,
Control ‘
P Drive actuators /
systems ‘
/7 ) N
Alerts \
Notify users
- or systems
_— Autonomy
— Navigate & operate
independently
>
Local Decisions

No cloud round-trip
Instant response

nory

e
L
ensors

Us,

“Edge Intelligence: Time for the Edge to Grow Up

'II



nnnnnnnnnnnnnnnnnnnnnnnn f Excell

SEPTEMBER 21-25 2026 — ALGHERO, SARDINIA, ITALY
" ¥  University of Cyprus © Ao ,
(e ( | "'V%‘f' ot ngocen Guard Al A\
. - Computer Engineering e

The Puberty
Era

Sensing and Communicating

7a) Imperial College, . ' University
I(.‘ l'o q London X "yprus

of Cyprus




It starts with the Sensors!

50 MP
Ultra Wide g

200 MP
Wide-angle

> e %al Quality Zoom
50V 10 MP
Telephoto Telephoto
5x Optical Zoom & 10% 3x Optical Zoom

“Edge Intelligence: Time for the Edge to Grow Up!”
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Remote Sensing,Sensor Fusion, Sensing beyond Biology

Photo Credit: Wired, BeamPro, NASA

Right and Left
Front Hazcams
(2 pairs) MARDI

15



Intelligence is the BRAIN, NOT the sensor

Light capture — Raw data (not vision) Vision happens in the brain. Meaning, context, and decisions.
H E OBJECT DETECTION
uman cye Finds “what”

light capture and "where”

optics

retinal signal
OBJECT RECOGNITION /
CLASSIFICATION

Assigns meaning
(car, person, etc.)

Glasses / Lens

optics
focus light

SEMANTIC
SEGMENTATION
Understands
“what is what”
in the scene

VISUAL
CORTEX

(Occipital Lobe) TRACKING /

SCENE
UNDERSTANDING
Understands context,
relationships,

and motion

Camera Sensor

light capture
optics
raw pixels

DECISION / ACTION
Drives actions

and outcomes
(brake. steer,

plan, etc.)

Jlo]q

K@

'II
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Thus...the senses (and sensors!) need a brain!

Church? Space Shuttle?

! CONTEXT!! - Alghero!!!

“Edge Intelligence: Time for the Edge to Grow Up!”
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Edge Al - Building the Edge Brains!
— i el € VISUAL UNDERSTANDING / OUTPUTS

Light capture — Raw data (not vision)

UAV Camera

light capture
optics
image frames

Lens / optics
focus light

Image sensor

raw pixels

Vision happens in the compute engine.

EDGE Al
PROCESSOR
Onboard SoC / NPU

f 8 INTERPRETATION @ ATTENTION 5 DECISION-MAKING
- What does What What should
PERCEPTION it mean? matters? | do?
What is there?

'II

“Edge Intelligence: Time for the Edge to Grow Up

Meaning, context, and decisions.

OBJECT DETECTION

Finds “what”
and “where”

OBJECT RECOGNITION /
CLASSIFICATION
Assigns meaning

(car, bus, pedestrian, etc.)

SEMANTIC
SEGMENTATION
Understands
“what is what"
in the scene

TRACKING /

SCENE
UNDERSTANDING
Understands context,
relationships,

and motion

DECISION / ACTION
Drives actions

and outcomes
(prioritize region,
follow target,

alert operator, etc.)



Typical Edge Brains (aka Processors :-))

~ R =
Edge GPU B3 Edge TPU/ dedicated Al accelerator NPU
Programmable parallel processor N Specialized inference engine for Integrated neural engine inside
for high-throughput edge vision \ efficient neural-network execution edge SoCs and embedded platforms
Advantages . Disadvantages Advantages | Disadvantages { 4 Advantages . Disadvantages
* High parallelism | + Higher power * Energy efficient e« Restricted operators * Low latency i+ Vendor lock-in
* Model flexibility | « Thermal limits * Fastinference | * Quantized focus * On-chip integration =« Tool dependence
« Strong throughput | * Memory demand « Compact module | ¢ Less flexible « Good efficiency |« Limited portability
‘Ql Robotics, UAVs, mobile vision m Smart cameras, gateways, compact edge nodes ﬁ Phones, embedded SoCs, automotive edge

S0 J e ————————

MCU / TinyML device ‘B  FPGA @  DSP/vision processor

. Reconfigurable hardware for custom . Signal-centric processor for
. low-latency Al pipelines efficient vision and multimedia tasks

\

S Ultra-low-power microcontroller
i for tiny always-on intelligence

) Advantages . Disadvantages Advantages . Disadvantages Advantages Disadvantages \
* Very low power « Limited memory * Custom dataflow  « Long development « Signal efficient * Narrow scope
* Low cost -+ Small models * Low latency . Tool complexity * Low power * Limited flexibility |
u * Tiny form factor  : » Lower accuracy * Reconfigurable | * Lower usability * Good streaming * Programming effort
O Wearables, sensors, battery nodes ﬂ Industrial edge, prototyping, adaptive systems <{®> Vision sensing, multimedia edge, smart perception
§ m— 4 J )

A Efficiency / low power — Programmability / throughput

'II

“Edge Intelligence: Time for the Edge to Grow Up



Industry is racing!

Top Hardware options for Edge Al Deployment

AT Chip Roadmap Mythic Analog Computing

2021

Hailo-8 Al Accelerator Kinara Al Accelerator RPI + Al Accelerators

Compute-in-memory Compared to digital high e ; "3
bandwidth memory. 1
18,000x :

Faster

RK3588 + Hailo -8

1 500X NVIDIA Jetson Al on Modules & Boards, Edge Box
L Al on Boards, Edge Box
More enargy-efficient

>1,000x

More paraliel

tenstorrent

i.MX 8M Plus + Kinara Ara-2

Al'an Modules & Boards, Edge Box

TPU Al accelerators ‘

£ 2 £ € —£— —
TPU V1 TPU v2 TPU v3 TPU va TPU v5e TPUvSEp  Trillium
2015 2023 2023 2024
brtrreinfer " "

& i B8 0

Source: AMD, Intel, Google, Tenstorrent

“Edge Intelligence: Time for the Edge to Grow Up!” 20



Some Early Edges...
Google’s Edge TPU and NVIDIA Jetson TX2

The Edge TPU is the little brother of the regular Tensor Processing Unit, which Google uses to power its own Al, and which
is available for other customers to use via Google Cloud. Credit: Google

K@LOC

“Edge Intelligence: Time for the Edge to Grow Up!” 21




Edge Al Off—The-Shelf

b N

§ \
b 4 \ ’\ Edge Al
Wl , __ BLACL .. Al Processing at the Edge

i R

. e __Remote Data
: c==Centersi#: &

Local Al £
o Inference L

welh

Energy Efficient @
w Py cc .

»

- ~ AUTONOMOUS & : e
MEDICAL DEVICES ROBOTIC SYSTEMS

CUYC LIILCINyCriLe. 111c 11Ul Uit Cuyc w Jiuw vpt 22



The “Edge” Brain

Pekay 4 . ‘l:-.‘«":.'"' v ; /" o’  ‘ AR
M e
o, R LN A

“Edge Intelligence: Time for the Edge to Grow Up!” 23



The Brain Models (MLPs, CNNs, Transformers...)

W: weight vector

b: v i

Forward
© A Propagation

Qutput
Probabilitics

hi

N

\ |
WY [ S

NS T Error
RSSO OT WD cimin
- SO AR\ g DRI
N OREAN YA SN near
Variables !"‘6‘ \67 h: Seve 3% hs ":" ALY mp Target
A bl
"0‘\\ y \\\ s, V. Add & Norm
- y/ \ , ‘ Feed
A Forward
Cutput
1" Hidden Layer '_%
layer Layer fe————————1 Add & Norm
Input Layer ; | Back Propagation ;!—’Add £ o Multl-lHead
Non-Linear Transformation in each hidden layer Feed Attention
Forward 7T 7 Nx
—
L n LN ) | Full Connection N Add & Norm
/) b | > X -
Convolution Layer ﬁ\{ Pooling Layer [ Flattening Layer R Taver Add & Norm Vasked
Mutti-Head Multi-Head
Attention Attention
Convolutional Pooling | Iy 7 'y )
Layer Layer | Fully C d
| L:y:rs onnecte \\—] ) L /)
u : Positional B @ Positional
Input Layer : Outpu Encoding Encoding
er
O : | y- Input Output
} — : casa M __ W Embedding Embedding
@ l = | - I f
v’ l Feature Extraction ' Inputs Outputs
E —

(shifted right)

“Edge Intelligence: Time for the Edge to Grow Up!”



I/l

MLP and CNNs

Each location needs its own detector
(separate weights)

different
weights |/ (1

MLP (fully connected)

position 1

x

different
position 2 weights /(2

different

weights 1/(3)

position 3

MLP: separate weights at each location

x Inefficient: many parameters (one detector per location)

N[

J

One filter is reused at all locations
(shared weights)

CNN (convolution)

feature map
(response at all locations)

high
@ i}
—)
low

weights I/

same filter

CNN: same weights reused everywhere

Q Efficient: far fewer parameters (one filter for all locations)

“Edge Intelligence: Time for the Edge to Grow Up!”
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Data (e.g. images)

R channel G channel B channel

RGB imae
(HxW x 3)

Input tensor: H x W x 3

One pixel has 3 values (one per channel): (for RGB, C = 3)

=120
- Pixel value:
aS S [120, 200, 80]
-
N = 80
A

“Edge Intelligence: Time for the Edge to Grow Up!”



Channel Representation

| . »
Input Image (3 channels) Early Convolutional Layer Deeper Convolutional Layer
These channels are color channels Channels are learned feature maps Channels are learned feature maps
(R, G, B). (e.g., eages, textures, blobs). (e.g., object parts and more abstract activations).
Vertical edges  Horizontal edges  Diagonal edges Eye pattern Ear shape Whisker pattern
Convolutlon Convolution Other abstract
+ ReLU Texture pattern  Blob detector ~ Other pattern  +RelU Fur texture Face/head shape foatire

: Many channels (e.g., 32, 64, . Even more channels (e.g., 128, 256, ...)
3 channels (R, G, B) Shape: H x W x C, Shape: H x W x C,
Shape: H x W x 3 (C, is the number of learned feature maps) (C; is the number of learned feature maps)

(@a
§ Pixels - Edges = Object Parts - Learned Representations
&

“Edge Intelligence: Time for the Edge to Grow Up!”




Data Movement: Stride

Stride=1 Stride=2

filter moves one pixel at a time e more activations filter skips every second position e fewer activations
e higher spatial resolution @ lower spatial resolution
e lower computation

[
->| -
3x3 ,
3x3
filter L filter -
= o . : ‘ Output feature map
Input image QUIPUE (atirs map Input image (fewer activations)
( (many activations)
grayscale) (grayscale)
Output is sampled more densely Output is sampled more coarsely
(one position at a time). (every second position).
\ I\ J

Stride is a sampling / design choice that controls how far the filter(s)
moves each step.

K@Ll0G
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Data Movement: Padding

Input (7 x 7
pN__(_7 ) 3 x 3 kernel
K=3
X X
Wi | Wiz | Wa3
— e
—= Wa1 | Wpp | W3
% W31 | W3y | W33
- Stride
¥ S=1
— oo )
| (N=—K)
X X ‘ Nout = — s + 1
Valid 3 x 3 positions “ (7-13)
(kernel fully inside) h = 1 +1
X Invalid positions | =5 ’
(kernel goes outside) -

“Edge Intelligence: Time for the Edge to Grow Up!”

Output (5 x 5)
Nouwt =5

7 x 7 input = 5 x 5 output

No padding =
output shrinks.



Data Movement: Pooling

local responses
(feature map patch) strongest response kept

(pooled activation)

max pooling

0.9

take the maximum value
in the local region

Keep 0.9 (strongest local
activation) and discard

Stronger response at the weaker neighboring responses
cat's whisker (edge). (0.2,04,0.1).

Max pooling downsamples the feature map by taking the maximum value
from each 2 x 2 region.

K@LOG

“Edge Intelligence: Time for the Edge to Grow Up!” 30




A “Modern” Conv Block

° - 1 L L] ° ®
( Convolution | Nonlinearity Spatial reduction
Extracts local patterns from Applies an activation function Uses pooling or downsampling
the input (e.g., edges, textures). (e.g., ReLU) to introduce to create a smaller feature map
nonlinear behavior. (e.g., max pooling).

J 7:, Max )
= = L5 =) Pooling mwp i
| - (2x2) B
Convolution R s
filter RelU
Input image Feature maps Feature maps  (activation function) Feature maps Feature maps Smaller feature maps
(with detected patterns) ~ (before activation) (after activation)  (before pooling) (after pooling)
I3XI3IXJS x<0 x>0
S0 - X
U Inp'>ut -
! —
’
<0

K

ReLu = Non-Linearity

“Edge Intelligence: Time for the Edge to Grow Up!”



The Convolution Block - Datapath

= con ] hcaton |_pooing

Input
Feature map RelLU 2 x 2 max pooling
5 x 5 patch ; Pooled feature map
P (after conv) (max(0, x)) (stride 2) (after pooling)
1|0 |-1 =24 0 (2 0 | O [ 0| 0 2
= | 1 3
AURIEININ L.dBE E:.4BE >
100 |-1 . 0|1
=34 0 [ 0 00| 1
3 x 3 kernel 232
3x3 3x3 3x'3
S J/ B

‘Extract Features > Apply Non-Linearity > Reduce Spatial Size

a

“Edge Intelligence: Time for the Edge to Grow Up!”
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As a side note: Meaning of Depth (and DNNs)

A coherent |
object made
from parts.

Meaningful
parts with
semantic meaning.

‘ eye ear whiskers
. Recurring
Motifs patterns built
i e - from edges.
curves corners textures line patterns
o / Simple visual
Primitives primitives (e.g., edges
- and oriented lines).
short line segments edge patterns

,ﬂ

b teve} Deep networks learn representations compositionally: High-level
(more concrete)

simple features combine to form complex concepts. (more abstraict)

“Edge Intelligence: Time for the Edge to Grow Up!”
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A CNN Model - Computation Datapath

Input image Conv3x3 Conv3x3 Flatten / Classifier
cat /dog / ...
(32 x 32 x 3) "’ 32filters (P RelU } Pooling " 64 filters H Pooling L’{Global pooling® (FC layer) [P Softmax = hdog/
— —— = | cat 0.72
2 : . dog 0.18
) = bird 0.06
-y O ) -
== © =i car 0.03
. =1 = ® L)
32x32x3 = o— o (predicted: cat)
| 32x32x32  32x32x32  16x16x32 16x16x64  8x8x64 (4096) (e.g. 128) :
Input image After first conv 2 After second conv Flattened representation Class probabilities
(32x32x3) (32 feature maps) After pooling (64 feature maps) After pooling
| cat I 0.72
\
: HEE @ o
4 bird [ 0.06
@ o : | car | 0.03
C 32;2)(3 32x32x32 16 x 16 x 32 16 x 16 x 64 8x8x64 (4096)
=
*’of‘ High spatial resolution Learn hierarchical features Compact representation
AV (32 x 32) (spatial size |/, channels 1) for classification

“Edge Intelligence: Time for the Edge to Grow Up!” 34
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Increasing Depth - More Data Operations

Shallow CNN Deep CNN Very Deep CNN
(e.g., 3-5 layers) (e.g., 10-30 layers) (e.g., 50-200+ layers)

44 Class: "~.} Class:
9= BP0 vi-
J
Y

Input image ) Inputimage Inputimage q)
224x224 v 224 x224 224 %224 Y
Few layers More layers Many layers
What changes when networks become truly deep?
Richer hierarchical Larger receptive Harder optimization Vanishing / exploding Need for architectural
features fields gradients ~ ideas
Shallow y To train very deep networks
Low-level —Pj Shallow 4 (easier) As ‘;?pt:‘ nncre;ses, successfully, we rely on:
radients can become
(edges, textures) i ] (small context) sery smallor very large. s Normalization
—— Very deep (e.g., BatchNorm, LayerNorm)
- T~ i ‘ ishi i 5 .
(T Mid-level | Deeper " (harder) Vanishing Exploding » Skip connections
'é") (parts, shapes) | (larger context) 8 / gradients gradients (e.g., ResNet)
~ i AEE) (=0) (=) :
7, S | » Careful initialization
o) A ! p s
SRS ik level Very d R ‘ i » Modern building blocks
- gh-level ery deep > .o oee t .
= Y 1 (objects, concepts) ; (global context) Model parameters T ! (6.8 bottlenecks, residual blocks)
vV R | ®

Regularization and training tricks
(e.g., dropout, learning rate schedules)

“Edge Intelligence: Time for the Edge to Grow Up!”
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One Net to Rule them All...

Transformer computation flow (one Transformer block) Repeat N times (stack of Transformer blocks)
{ v
1. Input tokens / 2. Add positional 3. Multi-Head Self-Attention (MHA) 4, Add & 5. Feed-Forward Network (MLP) 6. Add & 7. Qutput /
sinbeddiogs smbendings Linear proj. Attention Scale & Weighted sum Concat Output Layeior Asyecfioeiy) logits/ ke
The >IN ' pom o=m [:T: K;(‘:v Sotsea b g‘; P":m" Z=X+Aun(X) ea iE(L.l)J Linear 2‘ Z=X+MP()
= = e L] 9
cat - [0 » [0 + 0 » °, i .,mm(gg_ﬁ)., > == > [Layeriom | > HEH > > Layerorm | -
sits — — I — R Ll ¢ —— ; - RSV -
- ] K (= | W, W, == |
Tokenemb. Postionalemp, LV = X"y "5 Multi-head Wo e 1 2 e | Y€R"mon
X € RM*9amoet —mm MLP(X) = W, o(W,X) [— to next layer
(ki b Ko B B Nxd NxN Nxd N xhd, N X dymoet Zo(W, ( M ))!
N x ddmnr'l N x dumuel N x d(lmur.-l 0gits.
Hardware accelerator mapping (custom Al accelerator)
On-chip GEMM engine Attention score Softmax / Value aggregation = Concat&output  LayerNorm unit || LayerNorm unit ‘ Feed-forward Activation unit LayerNorm unit | \ On-chip SRAM ‘
embedding SRAM | (systolicarray)  engine (GEMM)  normalizationunt  engine (GEMM) | projection (GEMM) GEMM engine (GELU) | (scratchpad) |
Offchipmemory | s =} S ‘ \
(DRAM / HBM) = o HiH == I ‘ g EEEE I g
Al - NN il gi |
A Z
e Token &positional | Compute Q K,V ' QK computation  Scale, Softmax =~ Compute AV Concatheads ~ Mean / Variance ‘ Compute W, X GELU / other Mean / Variance Intermediate ‘
Datatansfer  embeddings | (XWq. XWi, XW,) and Wo Normalization | and W, (") activations Normalization activations
T R S T T T = SR s
. v ¥ + + [ : : $ $
5@5 Global controller / scheduler
“&mmdl®  Controls data movement, schedules compute kemels, manages on-chip memory Custom Transformer Accelerator |

“Edge Intelligence: Time for the Edge to Grow Up!” 36
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Al Hardware

Intel, AMD, ARM

Vast majority of
Inference today

NVIDIA

Vast majority of Training
today

Enabled better-than-
human-error capabilities

01

== ==
| | g

Ll
)]
|

[
L1 |

Deephi, Cambricon,
Teradeep, Knupath

Neural Network
Hardware Acceleration

o |] o | []

o (|| | | = =

GoogleTPU, Graphcore,
Wave, Intel Nervana

Vast majority of
investment for Al SoCs

Power per performance
leader

Most investment dedicated for CNNs & Transformers

Solutions include Software Development Kit (SDK) for mapping Al Graphs to hardware

Most competitive include Neural Network Hardware Acceleration (MAC operation Circuits)

“Edge Intelligence: Time for the Edge to Grow Up!”




Accelerating Deep CNN:s...

CNN computation flow (one convolutional stage / block) e Repeat for many layers / network stages =
R CYmm—"

HxWxCpy Kxikemels 6 Cox Elementwise multiplication vt h ] 7'“ e
channels and summation ! Max or average pooling - Block
# X | X | X W, oW, Wy -r- = _=¢
- S L e 1 %8 B ReLU(Y) = max(0,y) b befobd 2%2 Conv Block 2
1 . ‘ il A | ’ ‘ | pooling i — =
5 i R R y RelU o (stide2) BB : ComvBlock3 |
T3 l 2 Cou filters — -
| i KxK T — - ‘
Deeper fea
i y=2x,~~w, 0 X / classifier J

! | { { !

Input feature-map Weight buffer [l Convolution engine / Accumulator / Activation unit
Off-chip buffer (on-chip SRAM) [l (filter SRAM) PE array partial-sum buffer (ReL))
memory —_
(DRAM / HBM) DMA ; LPe [ pe [ e = y
| engine ~ » [eh-fel e ¥ » »
p— b -
- T

|

T
I3
4

P2 Vi

High-throughput
data transfer Tile input feature maps Store convolution Accumulate partial sums Max / average pooling Store output feature maps |
Lageco eg.AX.PCle)  HxWxC, (Hevegs | Srolcamy o MACHTY, |y ehcupchan | MRl i congaaie HIXW o i plig
or featurer maps, (on-chip SRAM) KK X Cip X Cop : on-chip SRAM) on-chin S|
weights, activations in parallel) ( P ( p SRAM) {or next-layer output)

Network-on-Chip (NoC) / on-chip interconnect

’ "
<0 { ; Global controller / scheduler ]

- Controls tiling, data mavement, PE scheduling, and buffer reuse

“Edge Intelligence: Time for the Edge to Grow Up!”



Accelerating Transformers...

Repeat for many Transformer blocks

on flow (one Transformer block)

r
pis il tmbeddi Rework (.
b ke © Multi-Head Self-Attention (MHA) o Add & LayerNorm reedforvard W) hdd kayerrcm | @) Outp nentayer

3.1 Linearprojection 32 Attentionscoret 3.3 Scaling + Soft 34 Weightod sum 35 Concat heads
X € RN dnocel H=X+P 0Q.K,V QKT e Wy Vouttproecion | Hh = LafetNom(X +0)  FNA)=Woo Wi ) by = Lot Fo0 | e :fr;:;t: e
— Q=HW, s H-H
Tt~ [ r =T P Hw. $= QK" Ao\ o Z=4aV Z=ConcallZudp) X residual) : f ﬂ: oocd  H, (residual)
“cat® ‘ = 1 1 ] 4] A : Lhear(W)
=il LW B sEEE Lo * 'I»T@ |
rsits” | —» 2 2 N| i ‘ GEUJ =
L ‘ I_ il L h-dy _ . LayerNorm ] ftd L
! J & 1 pE= T—l : u\eur (W) J ; e
drnodel dinodel e 0=2ZWy [ — - - B
x xd Nxd, Attention scores Attention weights Context per head N| Bl N ; 4
Token embeddings Add learned or sinusoida WxN) NXN) (Wxd,) e s | Eie Egi e —— (orla ks
(1ookup / embedding ‘ayer) positional encodings ) b
dmodsel dmode! head)

Embedding SRAM / QKV GEMM Attention scare ftmax / agg Concat & output LayerNorm unit Feed-forward Activation unit Output scratchp;d /
Off- chip input buffer engine enging mmmﬁzatzon unit engine projection GEMM GEMM engine (GELY)

memory
(DRAM / HBM) DMA T ; y
A g [T » 4 » ' » [ / ’ L
FiE! == |
== i
E X
High-through :
g'm oo i;"‘ emsl::'d!d t:ke:m Caz’u:ewo. K) v Compute QKT Scaling + Softmax Compute AV Concat heads + W, Residual add Compute FFN Residual add Store output
e AXI, PCle] posMonaIenQ:odings s (L NxdyxN {row-waise) NxNxd, (hed, > doge + LayerNorm (W, W) Hardware GELU + LayerNorm hidden states
NX . W m;gﬁ,‘: xd, (tiled matmul) (specialized unit (tiled matmul) (tiled GEMM) [vector/ feat,\n\vse N x s = 4d xdoate  {orother activation)  (vector / foature-wise N x dinogel
Specus ot > : $
(on-chip SRAM) (systolic array) Wk an:chiy i) (tled GEMM) it {on-chip SRAM)

Network-on-Chip (NoC) / on-chip interconnect

@l0C

[ = - Global controller / scheduler ]

T = Controls data rit, kernel scheduli g. and m-dipllmlluy ol

K

III
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CNN Compuvutation 2> H/W

: —
: CNN Accelerator Chip / SoC
.~ N : Pe= 2 =)\ —_— = — 4 s 7'3 ';i p
Off-chip : Input feature- | wyeight buffer/ C°"V°'“"°" engine/ | Accumulator/ | Activationunit | Poolingunit | Output buffer/ Classifier
DMA/ map buffer PE array [ Rell ; scratchpad SRAM | global average pool /
(DR'::A"}:;M) : data-movement | (on-chip SRAM) flter SRAM systolic array pRs s b frat) (OPtiagatl b ‘ FC (optional)
| engine
BEE - [ A [0 ‘
e o BEE - » » |/ o o[- |
| S EEE - X o
' .
: Move feature maps, Store IF maps Store filters Perform MACs Store partial sums Element-wise Max  Average | Store output feature Global Avg Pool / ’
Weights /filters 1 weights, results | (e.g, multipletiles) = (e.g., multipletiles)  for many output (multi-channel) RelU Pooling | maps (for next layer Fully Connected |
Output feature maps I | (AXI/ NoC interface) f Enable datareuse | Enable data reuse channels J or write back) (software or hardware)
\ y, : \ J J _ = A \ I L ey
I
: . A e High-bandwidth, low-latency data movement
: between an-chip modules
: Control 1
1| signals 1 | | I I | I I 1
] 1 1 1 =} 1 1 1 1 1
I
u~ : { # Global controller / scheduler | Layerconfiguraton | DMAcontrol |  Schedulng | Synchronization |  Power management ]
O ’
Pp———uip. ¥ >
; I 7
2 :’ Off-chip On-chip (CNN accelerator) S— - =
q. ﬂ Data movement (reature maps / weights / results)
v | === Control signals
E —
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Transformer Compuvutation > H/W

1.Inputimage = 2. Patch embedding 3. Multi-Head Self-Attention (MHSA) 4.Add& 5. Feed-forward network (MLP)  6.Add & | 7. Output tokens
split into patches + positional embedding LayerNorm LayerNorm |/ class token /
) (+ class token) next block
Patchify + flatten Qkv Attentionr Scaling+  Weighted  Concat heads +
W F ! x Patch tokens  Position  [CLS] token ROSipElon { Jones O Betomec | s MY, | onx profecion Linear 1 GELU Linear 2
(Wx (P?.3)) embedding (optional) - : )
= SEEEE.0. 2=
A L = s M M M- Fr o BN ) E. g :
“- i 0 + &5 ViAl N’ a.V : — s e M s SRS 0 < Q ‘ N+ 1\ vi
N

2
ViT Accelerator Chip

|

8 \ ) Z . X
Off-chip DMA / Patch / QKV GEMM Attention- Softmax / Value { Concat + output- || LayerNorm / 1 Feed-forward Activation o
memory | data-movement =~ embedding engine | score engine normalization = aggregation | projection GEMM || residual-add =~ GEMM engine unit saatchlpad /
(DRAM / HBM) ‘ engine (on-chip SRAM) (matrix-multiply) | (for QKT) unit engine | engine | unit (GELU) s
Data — =T=T¢ —
—— G EEE | e =] J -
v "ﬂ‘fi — 77 mum = BEH » (B0 _ - “» e
' i 1S EEE = S e S ==
mocli?ﬁrg:izhts adl:!rut:.'ssst tr;:f;{c,m Prictnlens ) | XWa KW Wy a5 i M Concat + Wq LayerNorm  Linear 1/ Linear 2 GELU Output tokens
input/output & Chgjﬁ[ing " (NxD) (N x D) (N x N) (N x N) (N x D) (N x D) (N x D) (N x Dgs) (N x Dg) (N+1)xD

tokens

Network-on-Chip (NoC) / on-chip interconnect

T N 50 5 G

l Global controller / scheduler

K@LOC
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Inference (i.e. when the brain computes)?

X V\fl Q Scaled Dot-Product Output
Attention Probabilities

4 .
- } ;

Query
N = | Similarity | ¢
A X \A’K K SoftMax Add & Norm
A\ Feed
Keys U i = Forward
Positional ®_€9 [ Add & Norm i
Encoding [ | i o =>{Add & Norm } Multi-Head
kenization & X W \Y Feed Attention
Embedding Gained Previous Memo Forward 7 7 Nx
MatMul
Hello 1 love you x = - Add & Norm
W, Q K v —b{ Add & Norm | eson
: Multi-Head Multi-Head
{x1,%2, X3, %} X _ —> Q= XW = Attention Attention
A )
I Wi Q 5 — J U <
: ) Encoding
Wy Softmax - Input Output
e . Jd.. Embedding Embedding
X =D V=XW c T i
Zz
Inputs Outputs

= (shifted right)

K4
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Typical Processing

Weight Memory

.

.

- Aq2 a1! MAC| |MAC| MAC
> Wi [ 7| Wai Wh1
CE) v ¢ Activations, (| .
o | 1 ® [mac] [maAc MAC
= P Wy [T W2z [ *°°° T Wz
(=
S : . g
e . . = -~ .
(g0 3 ol =~
> ® 2 )
3 J ! 4
MAC MAC MAC
gi Win way | 707 WAN
4.
2
U ©
O g Y11 Y21 YnN1
L = S [ Yz Y22 YNz
NV & YiB Y28 YNB

MAC MAC

_ M:C Unit"24 T I
— a + >

[ MAC MAC

il v v
T

: I MAC MAC
v v

MAC MAC
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K@LOG

Alas, Intelligence Needs MEMORY!

B3

Efficient

®- YoLO-NAS-

ACCURACY mAP

a2

Top @5 Accuracy

98.0-
@® AutoML Model
A3 @® Hand Crafted Model
[66.0M]
97.0 - EfficientNetB7
[43.0M]
96.5 - o [19.0M] EfficientNetB6 s
EfficientNetB4 [86.7M] ASNet-A Large ey
96.0 - -
95.5 - [22.6M] ResNeXt-101
NASNet-A Medium [55.8M]
95.0- Inceptlonv4
[22.8M]
94. 5Xcept|org [23.8M]
@ InceptionV3
94.0 - [60.0M]
ResNetl52
93.5-
[26.0M]
93.0- © ResNet50
138.0M]
GG16
20 40 60 80 100 120 140

Number of parameters (Millions)

III

“Edge Intelligence: Time for the Edge to Grow Up!

ConvNeXt
former
)
16 56 G P
Pre-trained

Source: Open Data Science
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Some Metrics

Model  [ExampleVariant _____ [Parameters __________lApprox Model Size (FP32) _
R ResNet50 ~25 million ~100 MB

MobileNet MobileNetV2 ~3.4 million ~14 MB

e YOLOV11-small (approx) ~ ~10-20 million ~40-80 MB

Transformer BERT-base ~110 million ~420 MB
e GPT-2 small ~124 million ~500 MB
N 2-layer LSTM (typical NLP) ~ ~10-30 million ~40-120 MB
AEEECI T el ResNet50 with INT8 quantization= 25M x 1 byte
mdr bytes ~ 25 MB

RN 2 bytes

TS 1 byte Edge devices typically 1M — 20M parameters

_____ Model | Parameters ___
~3M

ResNetso Rl

BERT-base [NV

GPT models Billions!!!!

K@10G
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Some numbers to consider...

Component

Grace-Blackwell

compute trays

NVLink-5 switch trays
Power shelves

Bluefield-3 DPUs

Count

18

18

Key spec

~n6.5 kW each

130 TB/s
aggregate fabric

132 kW total DC
output

Storage & security
offload

o

Power draw

117 kW total

3.6 kW total

0.8 kW

overhead

Included in

compute

“Edge Intelligence: Time for the Edge to Grow Up!”
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>upermicro

1025

>upermicro

1025

>upermicro

2025

"he Register
2024
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Al’s Insatiable Need for Compute, Memory, & Electricity

E
ariant
CEEEI ResNet50 ~25 million ~100 MB

MobileNet MobileNetV2  ~3.4 million ~14 MB

YOLO YOLOvi-small _ o o4 illion ~40-80 MB
(approx)

Transformer BERT-base ~110 million ~420 MB

T L A GPT-2 small  ~124 million ~500 MB
2-layer LSTM N —

LSTM —

_(typical NLP) 0-30 million I

ELECTRICITY MobileNet ~3M
“Al workloads could consume 80% of all compute ResNet50 ~25M
cycles and 10% of global electricity use by 2030™* BERT-base ~110M

GPT models Billions!!!!!

| s 2 = 5 » A
o= #, — &= : 23 =

K@L0C

* Source: International Energy Agency, (www.iea.org)
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But, it IS fime for the edge to grow up!

The Past... The Future...

/ Cloud \

K@L0G
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Helping Edge Intelligence Grow Up - The C’s and O’s!

 Shift computation towards the edge of the network

 improve time-to-action and reduce latency
 greater privacy and security
* lower cost
* Challenges on the edge
* limited compute resources (low-power devices)
* low-memory
* limited storage
* There is a need for optimization of the model and the structure based on the:
 device H/W (embedded, FPGA, CPU, GPU),
e algorithm,
* task (e.g. pattern recognition, classification, decision support, control output, etc. )

K@LOC
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Still Embedded Systems Design 101!

Device related constraints:

Power Efficiency Implementation
Cooling Prototyping

Battery Real-World Deployment
Cost (overheads) Validation

Robustness Evaluation

Speed (latency)

Physical Size...

“Edge Intelligence: Time for the Edge to Grow Up!” 52



Designing Neural Networks for Edge Intelligence

* Deep Neural Networks
 decision making and data analytics
 high computation and memory requirements

* Current Trends
- Design & Train a CNN to achieve max. accuracy & THEN Optimize
for Edge:

* reduce the bit-width precision of the network parameters and the
processed data

* use binary values

w * use compression techniques with quantization and pruning to
9 reduce the network demand for memory and storage

"g. M. Rastegari, V. Ordonez, J. Redmon, and A. Farhadi, “Xnor-net:imagenet classification using binary convolutional neural networks,”
v 2Han, H. Mao, and W. J. Dally, "Deep compression: Compressing deep neural network with pruning, trained quantization and Huffman coding”

“Edge Intelligence: Time for the Edge to Grow Up!”



Energy-Efficient Deep Learning

—

—
SW/Algo Level Pruning, Quantization,
Linux /P Knowledge Distillation, Low
Wy = Rank Factorization, etc.
Accelerators, ISAs, e!‘?ﬁ==
Architectures, Post e

Von-Neuman
Computing, etc.

Post-CMOS functional units,
Memristive X-Bars, Analog & Mixed-
Signal, hybrid processing units,
Neuromorphic, etc.

(" Architecture

Circuits
el Accuracy vs. Energy = S
O Trade-Offs ey
N/ Credit: M. Shafique L el
——— . <. :
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Trends

Credit: M. Shafique

Doped CHNTs
Gate oxide

Architectures

Deep Learning  and Beyond
Architectures

proximate
Computing

SAD Accelerator Array Output and
Accurate SAD Approximate SAD Monitoring
Accelerators Accel. Variant; Computational memory architeceure
CILJ CC| |CJC - || LMY, SAD, ete)
o AP ot o Source IBM Research
N 5 Phymicni
imate SAD imate SAD
Accel. Variantn.q Accel. Variantn
| 5 O 5 ety
n-Chip Memory -
|" Gating COnlroll | Approxi Variant i Unit Skt =
System Bus E‘:’S\_
SR 1 ememaere, B
LT P | Jsen
I :'%‘L'g*\‘,"‘ ain Memory Constraints
SN/ Mere
Vo Ring
Crap-To.Canip
Intzreormect

G F UL E
Source: IBM, TrueNorth Chip

lII

“Edge Intelligence: Time for the Edge to Grow Up!



Energy and Performance-Efficient DNNs

Hidden layer

Output layer

W11

] Software (algorithmic)
techniques
JPruning

(JKnowledge Distillation
JLow-Ranked Factorization W11 = W3y

(] Quantization w1 € {1,0,-1}

J Hardware based techniques
(A Numerical representation

. . Processing
Lof (J Approximate Computing Element (PE)
Reg File [
= JPost Von. Neumann | B
N/ (JEvent-Triggered Computing Control By
= Image Source: Eyeriss@MIT
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Model Compression

before
Training Inference
after

Training . Eammmmd \nference

Model compression:
Pruning, sparsity, quantization, etc

K@10G

Credit: Song Han, MIT
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Compression Techniques

weights cluster index

(32 bit float) (2 bit uint) centroids

0.98 Kmﬁ 3 o | 2 1

-1.08 cluster 1 1 0 3

e
-0.91 0 3 1 0
3 1 2 2
Pruning Quantization

<

with Deep Compression - 6MB 17x compression

K@LOG

Credit: Song Han, MIT
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Pruning - |

 Compresses the model to a smaller size with
zero or marginal loss of accuracy.

* Reduces the number of parameters by
removing redundant, and unimportant
connections that do not affect model accuracy.

* Results in compressed neural networks that run
faster.

* Reduces the computational cost involved in
network training.

* Reduces the overall model size, saves

computation time and energy.

Before Pruning After Pruning

Pruning SynapQ

Pruning Neuroes ,

K@LOG
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Pruning - I

%
‘ W};] iy 1 w2l
X & -‘:fi_lj : 2 .,
sy ‘wzlgl
X3 —EE- W?E;]

Weight Pruning Neuron Pruning

K@LOC
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Pruning - lli

Soft label
__;;Ll; ilter 1: 3x3x3 G Prunsd model
b i; A
— Layer-wise
|| pruning
——
Prumdi
__l__l_;l_l layer index
| Resulting feature

Input image 4 x 4 x 3

map:2x2x2

— Filter 2: 3x3x3

Filter Pruning

Feature Diagnosis

Layer Pruning

K@LOG

“Edge Intelligence: Time for the Edge to Grow Up!”



K@LOG

Pruning - Summary

dCan be applied during or after training.

dCan be applied to both convolutional and fully connected
layers.

Both the original and pruned model have the same
architecture, with the pruned model being sparser (weights
with the low magnitude being set to zeros).

dPruned models sometimes outperform the original
architecture but rarely outperform a better architecture.

“Edge Intelligence: Time for the Edge to Grow Up!”



Quantization - |

Neuron

X1 =—> Wk1\-\ bias
N b
7~ N\ \‘/\\, '
o2} — 3 }—— ol
L ! . // ;

e

Activation
function

-

/
/

/" Summation
0.34 5.64

7
A~ /

K@LOG
-
5

FP32
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Floating point Integer
3452.3194 — 5457
32 bit 8 bit

) x|

Quantization

INT8
63



K@LOG

Quantization - |l

Compresses the original network by reducing the number of bits required
to represent each weight.

The weights can be quantized to 16-bit, 8-bit, 4-bit or even with 1-bit.
Per-channel quantization and/or per-layer quantization of weights.

By reducing the number of bits used, the size of the deep neural network
can be significantly reduced.

Reduces inference time for hardware platforms supporting lower
precision arithmetic

index : [inbits]|  value
quantization :> 1 [01] 0
2 ! [10) 0.4
2 bit 32 bit

“Edge Intelligence: Time for the Edge to Grow Up!”



Quantization - I

O Two types of quantization:
= Post-training quantization
= Quantization aware training

Model Non-quantized Top-1 Accuracy 8-bit Quantized Accuracy
MobilenetV1 224 71.03% 71.06%

Resnet v1 50 76.3% 76.1%

MobilenetV2 224 70.77% 70.01%

K@LOC
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K@LOG

Quantization - Summary

dQuantization can be applied both during and after training.

Can be applied to both convolutional and fully connected
layers.

dQuantized weights make neural networks harder to converge.

A smaller learning rate is needed for the network to have good
performance. < Training Issue, but affects inference!

dQuantized weights make back-propagation infeasible since
gradient cannot back-propagate through discrete neurons.
Approximation methods are needed to estimate the
gradients of the loss function with respect to the input of
the discrete neurons.

“Edge Intelligence: Time for the Edge to Grow Up!”



Low Rank Factorization (PCA-Alike)

1. Original weight matrix 2. Low-rank factorization 3. Choose a small rank
~v 3
W e Rm*n W=~AXxB [ Choose r << min(m, n)J
A A G Rmxr
With r much smaller than min(m, n):
rxn
» BE]lR“ r(m+n) << m-n
m -
r e s
m X ‘ I Compression intuition
i < —> Q A and B capture the most
= = n important (low-rank) structure
n . r . of W.
o Reduces storage fromm - n
Number of parameters: Number of parameters: to r(m + n) parameters.
Also reduces computte, since we can
m-n r(m + n) Q compute (A x B)x more efficiently
than using the full W.
Trade-off: rank Visual intuition: capturing the most important structure
Original weight matrix W Low-rank approximation A x B
Smaller r Larger r (mxn) (m X n, rank r) The factorized form captures
u . M the dominant patterns
o More compression o Better accuracy of W (e.g., key features
(fewer parameters) Choose r based on your (closer to original W) and correlations) while
O e Lower compute storage, compute, and e Less compression 35&?1'3'3‘15.?3 I:ggonr:aug:a
} — ¢ May lose more accuracy accuracy needs. « Higher compute smaller, more efficient model.

'II
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Low Rank Factorization

 Low-rank factorization identifies  Can be applied during or after
redundant parameters of deep training.
neural networks by employing the O Can be applied to both
matrix and tensor decomposition convolutional and fully
A weight matrix A with m x n connected layers.
dimension and having a rank r is 0 When applied during training,
replaced by smaller dimension can reduce training time.
ma.trlces. | N O The factorization of the dense
[ This technique helps by factorizing layer matrices reduces model

a large matrix into smaller matrices.  gjze.

d Improves the speed up-to 30-
50% compared to the full-rank
matrix representation.

K@LOG
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Knowledge Distillation - |

« Alarge, complex model is trained on a large dataset.
* When this large model can generalize and perform well on unseen data,

the knowledge is transferred to a smaller network.
« The larger model is also known as the teacher model
« Smaller network is also known as the student network.
* Knowledge types, distillation strategies and the teacher-student
architectures play the crucial role in the student learning.

Teacher Model
(large neural network)
. soft labels
] :; y ! .t. predictions
b . o .
SRRkl —— g
Al Ad N distilled| knowledge
U Student Model ; = b §
O a®\ ] ﬂ L L > 2 hard labels
\.lp Sl jed! predictions € true label
] — 1o e Training data =
”*g‘ a ‘\"’" Student
-

“Edge Intelligence: Time for the Edge to Grow Up!”



Knowledge Distillation - |l

(o Soft predictions | 4 ) Compressed model

Large teacher network Soft targets / soft probabilities

' 1 Teacher model

- T Distilled student model
cat NN Sk Teacher
dog D 0.25 guidance
» car 0.08
bird § 0.05 ‘

reveal similarities between classes (\ 3 ) Student training

Small student network
Ground-truth labels

e high accuracy o fewer parameters

e many parameters Hard label: # ¢ lower memory

o computationally expensive cat o faster inference
Student learns from both * good accuracy
labels and teacher behavior. * suitable for Edge Al

a ’ Knowledge distillation transfers knowledge from a large teacher to a compact student.

K@LOG
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Model Compression - Summary

L Model compression techniques are complementary to each
other.

L Can be applied to pre-trained models, as a post-processing step
fo reduce your model size and increase inference speed.

L Can be applied during training time as well.

U Pruning and quantization have now been integrated into
frameworks such as Tensorflow and PyTorch.

L There are many more compression approaches (weight sharing-
based model compression, structural matrix, transferred filters,
and compact filters)

“Edge Intelligence: Time for the Edge to Grow Up!”



Energy and Performance-Efficient DNNs

Hidden layer

O Software based techniques L@ bt
dPruning \J \
(JKnowledge Distillation

Processing
Element (PE)

Reg File [

Control [
Image Source: Eyeriss@MIT
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4K TRAFFIC SCENE e .5 o e 7y vy, - ., EDGE UAV CONSTRAINTS
3840 x 2160 | ~8.3 Million Pixels o o W 3 | & oy ; T g - 1 B oD
Massive visual information P : e TR " fw - / g e by 2 = 7 ; / E i

Every region may contain % } r A - / ' ey -2

objects to detect

|

MEMORY PRESSURE
High

DATA VOLUME
Very High

ENERGY CONSUMPTION
High
————

LATENCY REQUIREMENT -
Tight
= ¥

ONBOARD EDGE PLATFORM

V-’ y“\%’ 7 -1 ‘ ':.' } : " ; : : ‘A~‘ - - : ‘- 4 g .‘ p g . : : 't [ i‘ 3 ." .« *:;‘ /

— ‘,
-
~

Limited Compute

Limited Memory

Limited Energy e ¢ ¢ Y 1 . g ' 4 - Sy €, ~5§§
Thermal Constraint =3 ¢ 7 5 'g 4 / g LA A i @ RAW DATA VOLUME

\}t = ~24-30 MB per frame (4K)
— At 30 FPS = ~0.7-0.9 GB/s

~

Exhaustive CNN processing
on edge is computationally
and energetically expensive
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Computational Efficiency Gap: Al vs. Humans

900W + Power for 480
- dedicated ASICs 20W

30 P2SC nodes + 1 MW

480 dedicated
ASICs to play 1,920 CPUs and

280 GPUs

chess

2,880 POWERY processor [=
threads and 16 terabytes of .
RAM
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Object Detection — A Closer Look

“Edge Intelligence: Time for the Edge to Grow Up!”



Object Detection as Classification

deer?
0.D. cat?
background?

“Edge Intelligence: Time for the Edge to Grow Up!” 77




Object Detection as Classification with Sliding Window

deer?
0.D. cat?
background?

“Edge Intelligence: Time for the Edge to Grow Up!”



Throwback: Rowley and Kanade (PAMI, 1998)

7 :
20x20 patch Preprocessing Retinally connected  Bootstraptraining  Arbitration/  Merged face
voting detections
; I_ _l Pre-CNN era detector (1998):
| " Ih -+ 1T q q . Q Siiding-window, handerafted
- l J preprocessing,retnal connections,
(400 inputs) L J bootstrap training, and arbitration.
\ J
a3 Nz
o o e o e e o o Rotation-invariant
20x20 window Histogram Router NN Angle Derotation Upright Arbitration Merged c’fammd;t:cat:?
equalization estimate detector NN(s) detections ;
(Rowley-Baluja-
% Kanade, 1998):
p 7 ’\ router estimates
» p ' Ilh f & % 270° ‘ e angle — derotate ‘
' : window — apply
U 0 upright detector(s) (
O 3 A % 350° % — arbitrate and
J (400 inputs) 400 - 15 — 36 estimated Wl ) — merge overlaps merge detections.
2 - (36 angle-coded outputs) orientation detect QUEDRERI y, scale, angle
%‘ face / non-face FpE consistency
) router estimates face angle
! L\ j \ / ]
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As engineers, we like to build bottom-up!

First Convolutional Layer
Input image: 800 x 600 x 3 (32 Filters) Output feature maps: 800 x 600 x 32
il
' A YOLO detector
s N
€3 CIFAR-100 sample input L1 | (2] (3] (4]
Backbone \ Neck / Detection heads | Detections
(feature extraction) feature fusion (multi-scale {output image)
(FPN / PAN) prediction)
- —
Image tensor/
mini-batch

¢ Single image: 32 x 32 x 3 (RGB)
e Test set tensor: 10,000 x 32 x 32 x 3
\o 100 classes

=
B Tiny ImageNet sample input

H,W =32 or 64

* Single image: 64 x 64 x 3 (RGB)
e Test set tensor: 10,000 x 64 x 64 x 3
L e 200 classes [

Output: bounding boxes + confidence + class labels ]

; S AT ‘ | 2 Spatial size is reduced by 2x g Number of channels
——— in each dimension remains 32

K@LOG
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Object Detection & Sliding Window Search

Detector (classifier), T = O ¢

Candidate Search
Windows

Image Pyramid
Candidate Search Windows = Detector

“Edge Intelligence: Time for the Edge to Grow Up!”



What the ANN/CNN detector sees...

A
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Fa
P4

X

K

‘ o Input image / M

H/W Friendly Approaches

frame buffer

Scanline / register array

RS

LENDEEENEE R
(EA iR i -

.

LBP feature
extraction

%3 neighborh

92

97 | 9¢ | 93 | — Threshold
95 95 | 94 fg:29)

0 Cascade SVM Hardware Accelerator (Flexible Pamhll&qw)

PPM: Parallel Processing Module [ ) High throughput
Early stages: high throughput e Low complexity
=i £

oy TOLESY ] 207

Ml

R

1 sv1 Parallel
-2 shift/add
V2| - operations

111)0
|, Sliding window generation ! 0 _’LB:J:;: ‘
*I 100 feg. ) Col e responses and decides ’
negatives early
‘ _’((X) 2 5 ? Only a few
Reswm didat
LBP histogram (P=8) s | e |
| hogect l NO (reject)
=
( 8 SPM: Sequential Processing Module ™ High accuracy
Frame buffer 8 > Final stage: high accuracy 7 High complexity
(DDR / BRAM) Final stage
oM 234567 (complex) Load x- 8V, + Accumulah >p 2| ]
tMACJ s b" | fequentia) | " h?—> ‘
[
|
& —
e o o o 48 16 . e o \
-......c...-.o . o -.“.'.'. — e o . . . o )
® o ® o o e ° o 9 yrodey e R e =
T Few candidates continue Detections (very few)
Embedded FPGA P High throughput Cascade pruning High accuracy | ‘.“::‘:“.‘".‘"T*l _ )
implementation s (early stages) (reject early) (final stage) § 507 el T ® o1 Rejected (discarded)
\ J

“Edge Intelligence: Time for the Edge to Grow Up!”



Infroducing Cascades
i ]

Support Vectors (SVs) Alpha Coefficients (a)
1 0.3125 -0.8750 | .. | 05313 17 0.187500 N
2 -0.6250 | 0.4375 . | -0.3125 ‘ 2 -0.562500
: ; ; ; \ : ‘ H
Ngy 07188 | 01563 | .. 02813 | Ny | 0093750
red dil
Stored as ordinary fixed-point values :;Zd—p;sn:rva::ez
SVM Decision (Linear Kernel Example) Round SVs and
Input Feature Vector For each support vector i alpha coefficients
x = [xg x5 oo xg]" — to nearest
‘x Q) X * Vi —> power of two
1 —
i o = AN [ 7
X, ‘_Kx ) Xy % SVj, —> Z —N/X\—P( z \ Decision
] % . b 4 NG A f(x) =
: : : o ~ o
'7 * (d terms) Accumulate LZA @ (SV; - x) +b)
Xa () 2% SV —> O, T
r’;j ) = Multiplier Multiplication-heavy operations
e S ety g
] 1]
i More Multipliers g Larger Memory * Higher Power |
|
U E |
O * g
? —
-~
<0
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Cascades work well in non ANN-based models!

M.any candidate —— Early cascade SVM stages —— Negative | Discard sample early
windows / samples (output < 7) (filter out)
( R { f N =
Stage 1 Stage 2 Stage 3 - ~ (—> )
response response response Response RPU: Iightweig.ht NN
. — " b W aEtoe (Response Processing Unit)
1.25 0.92 0.73 vO\
0.42 | 031 0.18 /,10 \ Majority (~80%+) are
| { * I { * :74 7 = \\,_ rejected here
-0.35 062 | -0.43 @<LX O
‘ | ‘ | KX
-1.10 | -1.05 -0.90 ~N — —
— ‘ | Send to final Detections
$ $ s t
[ [ f 1 v Low overhead - Final SVM i
| -0.87 -0.78 ¢ -0.66 v Fast decision \V k\. i stage
(. / \ J 3 J 3 / Positive | o o ‘\.'6
3 o ) E (output > 1) x i fﬁnal(x)
Early SVM stages are fast and inexpensive v
Large number of B e S s

windows enter the RPU (NN) concept: 2-layer feed-forward NN

Only a small subset

I, 1
! I
! |
cascade H Hidden layer ! continues
; Input (early (a neuronys) Output E
| responses) - - {1 neuron) @ Low overhead |
! . — O — ~—_ ) :
E € T ——=={))—» Decision i
' >@ ~ {accept / reject) ’ Fast decision |
1 - '
1 1
[ !

Kyrkou, C., Theocharides, T., et al. Embedded hardware-efficient real-time classification with cascade support vector
machines. IEEE Transactions on Neural Networks and Learning Systems, Vol 27, Issue 1, pp. 99-112.

'II
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Cascading is a form of laziness!
Visual Information Extraction Cascade

Input Motion epH Detected
Image | \Detection | Objects

[ Step 1: motion (focus on changes) (Algorithm)
[ Step 2: depth (focus on object size) (Sensor)

[ Step 3: edge (focus only where’s a lot of information) (Sensor+Algorithm)

K@LOC

) Step 4: Classify only what’s necessary! (ANN Model)
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Process only what's necessary!
O A (very) high-speed 100m race!

& QO Cluttered background
O Various illumination conditions

B 1 20-76% overall reduction from motion

0 12-30% reduction from depth

0 15-20% reduction from edge

[EI ~1% of useful data reach the classifier }

K@LOG

C. Kyrkou, T. Theocharides"Accelerating object detection via a visual-feature-directed search cascade: algorithm and field programmable gate array
implementation," Journal of Electronic Imaging 25(4), 041013 (3 Aug 2016) https://doi.org/10.1117/1.JEI.25.4.041013

“Edge Intelligence: Time for the Edge to Grow Up!”


https://www.spiedigitallibrary.org/profile/notfound?author=Christos_Kyrkou
https://www.spiedigitallibrary.org/profile/notfound?author=Theocharis_Theocharides
https://www.spiedigitallibrary.org/profile/notfound?author=Theocharis_Theocharides
https://doi.org/10.1117/1.JEI.25.4.041013

Applied easily in our example problem as well!

o Stereo UAV input ' e Motion detection ‘ o Edge-based saliency

% —

Frame t

N 7

High-resolution frame
Left camera Right camera

0 Keep moving regions 0 Facus on strong structures

“Edge Intelligence: Time f

Stereo depth / \ 6 Cue fusionand || Selective vehicle \
pixel-size estimation RO prioritization detection

Right ‘ i G | | Send prioritized ROl
e to detector

Vehicle detector
(YOLO)

» !

Pnormud ROIs (on ongmal frame) Detectlon results (boundlng boxes)

|

Depth determines expected pivel footprint |

distance — expected pixel size
(approx. bbox scale)

Near — larger Far  — smaller
(closer)  footprint  (farther)  footprint

L
I ~15m -. , ~§0m A A i I
pree . | o B Highest prorty ,
[ s ‘
i Rele B Medum priorty (CJ" Compute only where
[ Lower priority motion, saliency, and
0 Estimate object scale | [T ignored scale agree.
.\, - - \S <4 3

he Edge to Grow Up!”



Alternatively - Scale (modern ANN )Models Up!!!
YOLO - Single Shot Detector

Original Input Image o Resize with Aspect Ratio e YOLO11 Input Layer o First Convolutional Layer (YOLO11)
1024x768x3 (RGR) (Preserve) + Letterbox to 640x640 640x640x3 Conv: 3x3, Stride 2, Out Channels = C,
Scale factor = min(640/1024, 640/768) = 0.625 (C, depends on YOLO11 variant;

Resized image: 640x480
Pad top & bottom with 80 px each

base YAML uses 64)

; R
| 1(640x640)
1 G 61\
|(640x640) \\ \\\
o !
4 (640x640) l320
20
3 c,
vt YOLO11 input sie: 640 » 640 x 3 Shape: 640 x 640 x 3 | Output Feature Map (P1/2): 320 x 320« C,
3 Pixels: 640 x 640 = 409,600 3 Spatial size reduced by 2x (H and W)
Total values: 2,359,296 Total values: 1,228,800 Values: 1,228,800 Values: 320 x 320 x C, = 102,400 x C,

0 Stride-2 convolution halves the spatial dimensions:
640 x 640 —» 320 x 320

J. Redmon, S. Divvala, R. Girshick, and A. Farhadi, “You Only Look Once: Unified, Real-Time Object Detection,” in Proc. IEEE
Conf. Computer Vision and Pattern Recognition (CVPR), Jun. 2016.
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How can we handle increasing resolution?

R———

K
i

24

~
B
N

'|l|

™ .
- - .
B 3
- -

.
- -
-

. .
w i N
-

-
- .

i »

\

[ IlHIIth”.‘.t‘ |

I.

L

/////////////// ////////// ///;

»-..—‘ —4

'laa
|
f u

Full HD

1920 x 1080

7680 x 4320

Edge Intelligence: Time for the Edge to Grow Up!
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Images growl!ll (SVGA - 8K)

=2 The problem now becomes iop -down! i
o %_;E /

‘ 1024 x 768 ‘

(Full HD) (2K / QHD) (4K / UHD) (8K / UHD-2)

1920 x 1080 ‘ 2560 x 1440 ‘ 3840 x 2160 ‘ 7680 x 4320

: D Input size ‘ 1024 x 768 x 3 1920 x 1080 x 3 2560 x 1440 x 3

3840 x 2160 x 3 7680 x 4320 x 3

\ EH Input pixels L/—ZBM& ' 2,073,600 ‘ 3,686,400 4 ‘
Going from 1024x768 to 8K has a  ~42x increase in computation,
memory traffic > Latency, Power, Memory Bandwidth!!!

‘ G oy W 2.64x 4.69x \ 10.55% \Azls«x/ { Bacayse sirkle = 2and C,) J

For a 3x3x3 first layer,

e MACs Formula l

8,294,400 3 600

| is fixed, complexity scales

i @ Relative activation linearly with image resolution.
" memory

K@Ll0G

: 1x 2.64x 4.69x [ 10.55x% 42.19x
L |
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K@LOG

Downscaling causes data loss...

Same scene downscaled
224 x 224

@ High-resolution input

High-resolution image
2048 x 2048

LS LD ERER)

Small pedestrian Distant car Texture / boundary
Fine details preserved  Fine details preserved Sharp boundaries
Small objects visible ~ Small objects visible Rich texture visible

Resize /
downscale
to fit small

NN input

—)

Small pedestrian Distant car Texture / boundary
Less spatial detail Less spatial detail ~ Boundaries become
Small objects shrink  Small objects shrink ambiguous

or disappear or disappear Textures are lost

e Classification

=

© Impact on computer vision

Harder
recognition

Less distinctive
features

Missed small
targets

Fewer detections
at low resolution

Reduced
localization
precision
Coarse, inaccurate
boundaries

Lower

confidence
Targets become
unstable or
disappear

“Edge Intelligence: Time for the Edge to Grow Up
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The challenges of high-resolution

€ What this means on edge devices

256%256 \ .
st ; e g " , More computation
A) CNN scaling B) Vision Transformer (ViT) scaling @ (higher MAC count)
Input Feature Conv Classifie | Patch Self-Attention :
Image Maps Layers assiner mage Embedding Tokens Blocks (xL)  Classifier -
4 et Ik EE |
— | B > oo [l > | | More energy
¥ =% E » E » Illll LT BES - 000 = Illll consumption
Total Compute Activation Memory Latency -
How cost 108 (MACs) 1004 (Bytes) 107 (Seconds) \ = More on-chip /
grows with e CNN (= linear) . ¥ _ E  off-chip memory
( ' P / " 5 1IENN: cost = O(Hx W) pressure
input resolution 10° T === ViT (= quadratic) ,” 10° ¢ ’ 10°1 ’ ;
4 . 7 (per layer) s
ol | ” il | o il ¢ \  Higher latency
. ~ P F === ViT: cost = O(N?) @
Relative 10+ ” 102+ - 1] 3 oy
e 25 - - 10 "> P (self. ion) (end-to-end delay)
; 1 L : - 1k — - 1 4 | . 2 e
(a;::";'y 2562 1024  4096? 2562 10242 40967 2562 1024 40962 | N = token counta HxW Bigger models or
Input Resolution (HxW) Input Resolution (HxW) Input Resolution (HxW) Y, m deeper hierarchies
may be needed
memory traffic :ﬁ: PRy :I ‘ Longer latency Compytaﬁonfof > € “}é’gﬂ‘ Poor scalabifity at . .
increases i oY — M J ’m{‘ Gl’l‘y’ws (38| / |very high resclution| Naive full-image
By i e processing becomes
i e e G R \ R T A e e R T ey i inefficient
u DEE  More pixels -> more spatial ocations/ i CNN cost scales roughly with | ; ViT token count grows with image size :
o B moretotens) morescatons ‘ spatial size (HxW) per layer i » Self-attention cost can grow quadratically | ;
H (= linear with number of pixels) | = | with token count (O(N?)) r il
] — | N e S NS iy D &L ST i S P R TR S Y e LA } Motivation: process only
8,‘ the most informative
% image regions

K
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K@LOC

Challenges for Edge Vision & High-Res Images

. 8

\
(o Loss of small-object detail

-

Downsampling removes fine detail

e Redundant computation

&)6e(e)e)
AT
A E IR

Background and overlapping

o

©

& .
"o io SIS lﬁ...

Adaptive strategies add planning

Extra control overhead

r
o Unpredictable latency

Dynamic execution complicates
6 real-time timing

o

e

regions are processed again and coordination cost
27 K T J :
High-Resolution Camera Input Edge Al Device Processing Pipeline
/ Embedded Board E
[ {l:!} Prepracessing
v
$ Inference
i T
|_|l|_ Post-processing
v

3840 x 2160 (4K)

Results / Actions

s Y

A

%

/e Hardware inefficiency

from irregularity

[
ONEEcr] —
] I
m =u - (m

Irreqular workloads reduce
accelerator efficiency

3F A

fe Risk of missed objects

Filtering or coarse stages may
skip important regions

J

. g

o Communication bottlenecks

" ”
" "
| s.
" i
% v

Offloading depends on
\ bandwidth and latency

P

“Edge Intelligence: Time for the Edge to Grow Up!”

i

N

e
s

-
w o Deployment complexity

amX

Specialized pipelines are harder
K to integrate and maintain
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Apply Engineering 101 - Partition the problem!

o Original image e 2 x 2 Overlapping Tile Partition 9 Tiles as YOLO11 Inputs

Original image: 1024 x 768 x 3 Same image with oveﬂapplng 640 x 640 tiles Extracted 640 x 640 x 3 tiles YOLO11 input

S
o
—_
—

640 x 640 x 3 640 x 640 x 3

A
v

1024

- ————

Overlapping tiles preserve coverage Each tile is processed
at image boundaries. independently.

K@LOG
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oo (] oge
Parhhonlng (or hllng)

B | e T ]
pedestrnsemed
R 'I 4‘

‘hr) "

= A
!

no detection

~’, I--‘\\\\
’ Mt i
=0 R

A

Rm#@ Tiling divides a large frame into smaller regions so each tile can be processed independently, o — [ \ \ :
@ reducing memory footprint and enabling selective processing on edge devices.

lII
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Tiling Issues - Tile Size, Tile Overlap

R\W i i Y & N\

A) Zero overlap B) Small overlap C) Jump/ sparse tlllng

| Object split

i Fully visible :
i ac{;f ;I)les in ayt least | li::jl::‘pf:: :
onetile | gap-> never
| (8or9) Saon
Object fully
| inside tile 10 Obiect fully
d inside tile 13

5 [ Object fully
Y | inside tile 5

NG £ ‘/ Each sampled

; | i b i B
# tiles: medium I_l _L _L_I # tiles: higher S oisis
example: 16 g E § Each tile example: 25 SN +§ E-' ? Each tile

=>NN —>NN tile = NN
Impact | Detection result {example) Impact Detection result (example) ( Impact Detection result (example)
@ Noredundant Carintile 10 @ Better object continui PP=§  Carintile 13 ® Lowest compute Sl Carintie5
e v m J Detected | v E + Detected i v W‘  Detected
@ Boundary splitting can hurt detection I @ Fewer border misses ® Gaps in coverage e
x r‘n Border car (3&7) J Border car (8 or 9) ) i x i -[ Missed car in gap
@ Moderate compute X Missed / weak ® Higher compute / more redundancy  Detected ® Highest miss risk £ el _} X Missed ‘
o = \i =N a =,

K@LOC
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Again - Do only what's necessary!

'll

“Edge Intelligence: Time for the Edge to Grow Up



Selective Tile Processing

Spend time crafting circle

Enjoy the benefits!

K@LOG
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DroNet v1 - Efficient CNN Object Detector for UAV

- Tiling: Uniformly partition input image to achieve complete
coverage of the image - maintain a constant overlap

= Maintain object resolution
= Does not distort image

C. Kyrkou, G. Plastiras, T. Theocharides, S. I. Venieris and C. Bouganis, "DroNet: Efficient convolutional neural network detector for
real-time UAV applications," 2078 Design, Automation & Test in Europe Conference & Exhibition (DATE), Dresden, Germany, 2018,
pp. 967-972, doi: 10.23919/DATE.2018.8342149.

“Edge Intelligence: Time for the Edge to Grow Up!” 102

K@10G




Improvement w/ intro of human-like response?

Input Image What happened in

previous frames?

Memory
Mechanism

| el R
o |
v

| iling
Process High-Res Image e .
o 4 Attention Mechanism

Small Fast CNN

Tile Selection

1George Plastiras, Christos Kyrkou, Theocharis Theocharides , "Efficient ConvNet-based Object Detection for Unmanned Aerial Vehicles by Selective Tile Processing ", In International
Conference on Distributed Smart Cameras (ICDSC), September 2018.
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Dronet - EdgeNet - Putting it all fogether!

Selection
Process

B @
P

Base CNN

Resizing Classifier

Selective Tile Processing
w/ pool of small CNNs

Tracking
Traditional Pipeline

G. Plastiras, C. Kyrkou, and T. Theocharides, “EdgeNet: Balancing accuracy and performance for edge-based convolutional neural network object
detectors,” in Proc. 13th Int. Conf. Distributed Smart Cameras (ICDSC 2019), Trento, Italy, 2019, Art. no. 8, pp. 1-6, doi: 10.1145/3349801.3349809.

“Edge Intelligence: Time for the Edge to Grow Up!” 110



Tile & CNN Selection

Selection
Process

"‘:il )

T s = |-o oo
Base CNN

i_‘-"—' ) V4

1

|

I

I

: Resizing Classifier

i

1

1

i e i Tiling and CNN Trackin

Input Image ' Inlélsallir;:c;:;on Silection g

S
§ — . - .
%o We will revisit this later!
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Accuracy, Performance, Energy

EdgeNet-1-3-5 ® DroNet_Tile ®DroNet V3 ®ETiny-YoloV3

e Normalized Latency

Accuracy
85
80 Q
S
75 °°
70
65 ,S)
" 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
55 Time (s)

EdgeNet-1-3-5 m DroNet_Tile mDroNet_ V3 mTiny-YoloV3

'?pe

Sensitivity (%)

|

o

Tiny-YoloV3 DroNet_V3 DroNet_Tile EdgeNet-1-3-5

Normalized Power Consumption
Experiments run on:

—
- Lightweight laptop ¢ —

v

Q ; Raspbory i3 T —
1,@ - Odroid (Samsung Exynos)

4

1 2 3 4 5 6 7 8 9 10 11 12 I3 T 45 16 17 18 19 20 21 22 23
Power (W)
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EdgeNet in Action (car counting - high altitude)

“Edge Intelligence: Time for the Edge to Grow Up!” 118



Impact of Tiling, Memory & Attention

JImproved Accuracy
JBalanced Performance

 Model Agnostic .
d Further param_eter tuning c'fmd selection _
criteria to achieve even higher performance L d—

/ \ O\
/ A AT IS \

/
| AR i
\ \

Tiles are static — Dynamically adjusting the /4 /lﬂnﬂiﬂ\\

number, the size, and positioning based on "..E.““
recorded activity AR

1A lot of room for improvement

K@LOG
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What about other selection methods?

High-Resolution
Input Image

@ Tile Partitioning @ 'mportance Scoring @ Tile Ranking & Selec - Inference
(Saliency Estimation)
Image is partitioned into Compute saliency/importance Rank tiles by impo~ ~ected tiles are passed through
non-overlapping tiles score for each tile \ and sele”’ the CNN classifier

Tile 1
- ———— Prediction 1

Tile 11
Selected —-»[ CNN ]—* Prediction 2
= (Top-K)
e.q., K=5m
_ Tle6 ()
Y .| o }» Prediction 3
Aggregate p~ Building Skipped

inferre” (Not Inferred)

Vehicle
Large image (e.g., 4096x<4096) Example: 16 Ship
Q Tree Unselected tiles are skipped to save
Other computation and energy

1OC
7
¢

|
|
1
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
1
|
|
)
|

L \

'II
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Alternatively — don't tile the image, tile the Conv!

Atrus (Dilated Convolution)

Field Map 1 .\ Field Map 2 . Field Map 3 .
y
5 "
Convolution . Convolution . Convolution

Kemel: 3x3; Rate:l Kemel; 3x3; Rate:2 Kernel: 3x3; Rate:3

T

C. Kyrkou and T. Theocharides, "EmergencyNet: Efficient Aerial Image Classification for Drone-Based Emergency Monitoring Using Atrous
Convolutional Feature Fusion," in IEEE Journal of Selected Topics in Applied Earth Observations and Remote Sensing, vol. 13, pp. 1687-1699, 2020

K@10G
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Atrus Convolution and its Impact

s N o \ N \
o Input feature map e Standard convolution 9 Atrous convolution O Key idea / output effect
(dilation = 1) :
(1) dilationrate =1 | (2) dilation rate = 2 5 (3) dilation rate = 3 N A
e et 3x3 kernel 3x3 kernel E 3x3 kernel L- 3 Larger. field
E Yoo receptive fie
B D
| W
1 1 1 H : I
i | o maE
v v i T |
mmm emnnell e BE] |
— RN -
EEE EEE | 1101 1 PR R & et :
| 'm - m e parameter coun
EEE EEEl & =& 8 -5 B
e ||t L e
= 1 ——— R = Bl [ | ‘ Useful for
L WS ‘ dense prediction /
Effective field: 3x3 Effective field: 5x5 ! Effective field: 7x7 i
ve field: 3x ective 5l ive field: 7x &‘ segmentation
[ Same number of weights, larger context ]
U Example: UAV view of a Dense sampling 1D intuition effective kernel size
busy intersection Standard convolution (r = 1) Atrous convolution (rate =r) - - o
O . W Effective field: 3x3 samples contiguous elements samples every r-th element k+ (k 1)(T 1)

2 : {Gridoverlay:representss | | @ T by o e =[] sormmmmmezemsesrmenenee.s
,‘g. feature map locations) ::-:[;!j;_—-j fork=3:3,5,7,...
V k=3 ~ R3 R G * \

o . A 7\ effective size = b+ (k—1)(r—1) ) [

III
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Atrus Convolutional Feature Fusion

.
L]
L]
.
L]
.
L}
'
L]
.
L]
"
L
L}
]
L}
.
.
[}
[
"
L]
.
L]
.
L]
'
L]
L
L]
L]
1
]
[
L}
[
L]
]
(]
[
.
.
i
L]
1
[
[}
L
L}
"
L]
"
-

: 3x3 conv : )
; dilation=3¢ & i 1x1 conv Optional Layers
H > - '
E 3x3 conv ”/,- .
’ dilation=2 (E— i ﬁ
L - — ——
[ — | | |
3x3 conv v
| dilation=1 JE Activation Dropout
Input Depth - — Batch
Feature | Reducer Normalization
Map .
Depthwise Atrous Convolutions Fusion | Expand
M N
Llyi= ZZX{?H.—I—d xi,n+dxj)@wali,j) (1)
i=1 j=1
Z= Fjgmg_:'tl_r({Ud{:rn,nj}.]
S

C. Kyrkou and T. Theocharides, "EmergencyNet: Efficient Aerial Image Classification for Drone-Based Emergency Monitoring Using Atrous
Convolutional Feature Fusion," in IEEE JSTARS, vol. 13, pp. 1687-1699, 2020

C. Kyrkou, T. Theocharides "Deep-Learning-Based Aerial Image Classification for Emergency Response Applications using Unmanned Aerial
Vehicles", CVPR 3d International Workshop in Computer Vision for UAVs, Long Beach, CA, 16-20 June, 2019, pp. 517-525.

K@LOG
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Performance Evaluation

None: 1.0 None: 0.99990606 Fire/Smoke: 0.9947744 Fire/Smoke: 0.99996936 Flood: 0.9852625 Traffic/Road Incident:
0.899520326

30
25
20
15
U o
O N C
P 0 s . . . _ . B - _
g&g. VGG16 ResNet MobileNet ~ MobileNetV2 MobileNetV3  EfficientNet = SqueezeNet Shufflenet Xception FireNet EmergencyNet
V nFPS 1.147315282 2906976744 7.987220447 9.360666479 9.090909091 10.41666667 6.618133686 4.566210046 2314814815 0.854158455 243902439

III
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Doing something, does not mean doing it efficiently!

Never Mistake
Activity for

Achievement

-John Wooden

stretch vr

“I choose a lazy person to do a hard job. Because a lazy person will find an easy way to do it”
— (attributed to Bill Gates, although its origin maybe much longer in time...)

K@LOG
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What do we typically do today...

Tasks
Question 9
“, Answering I',.

S Sentiment
&, ., . Analysis

~

Data-> Model > Adaptation

Data

Text l l

! l\‘ ‘ E'\V‘& % Information (\ )
gy hges ; y ' Extraction \
' Adaptation '

a ‘
speech VI Training Foundation image [
4 Model & Captioning (4‘)'

~ Structured ,\\
“  Data
N ( Object
23 > 0
3D Signals é % B Recognition

. Instruction
@E Following .. -
.‘ :

K@LOG
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Well, we are doing a lot!

... in fact, way more than what is necessary!
(JAiming to design a model which performs good across all datal!
dBenchmarking — ImageNet, CIFAR100, MNIST, etc.

dThis is TOO MUCH!

| need the car to detect pedestrians.
| don’t care if it's a man or a woman!

AL
FiH M
migtm
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How do we (humans) do it?

O Multi-modal sensing
» | hear a sound, | turn and focus there!
 Saliency (visual focus)
= cognitive ability to quickly differentiate from background
 Short and Long Term Spatiotemporal Memory
= Focus on current context
= Quick context switch
O Multi-Task

= Most tasks done “mechanically”
— i.e. set-it-and-forget-it.
= Event-Driven Thinking!
 Occasional Refresh

K@LOC
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Act on demand (and on high stakes!)
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Do only what and when you have to!

1 Data-Specific Training
= Model building relies on a black-box approach
= Datasets over-represent!

= Mathematical models will regress to whatever
datapoints given

4 Do only what's necessary

= Focus only where there’s a high probability of =
something to happen

= Use short-term memory (remember the principle of

spatiotemporal locality from Caches?) o -
O Stop when you have reached a relatively safe ~®
conclusion! b LEEE

= More work - More Power - More Computation N
= Application-Dependent Criteria! D s o8 o® oM

K@LOG
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How? 2> Dynamic Deep Neural Networks!

O Improved Efficiency:
Computation and energy reduction by
adapting the model's depth or
parameters to each input.

O Faster Inference:
Early exit strategies for example allow
quick predictions for easy inputs,
lowering latency.

J Resource Awareness: _ e 0 he
Dynamic models can adjust operations TS N N SN
r r nstrain (Eg) &= (@) (@)
to handle resource constraints 89, @/1 @é g\/l

L Maintained Accuracy:
Often preserve accuracy by allocating
full model capacity only when needed.

K@LOG
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Case-Study: UAV-based Vehicle Detection

(d) 400m
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Experimenting with various Deep CNNs

I ISt T VIHRE Fse I [ S B e NPk P I
Input Classes & Bound Input Classes & Bound
Conv Layer 1 Conv Layer 2 Conv Layer 1 Conv Layer 2 Boxes
z ; 8x510, 4x255 2 i ' 14 4
3 P > S 4x510 2x 255 =
% S x510 5 X255 £ x 510 . x255 " R ¢
i L . 3 8 Ly |25 .. —
a ¥ 3 8 t: o,
o il N “ |
: 100' 1 01%-1’ 256 *e‘%% 256
P B T v%% 512 - .
Irnage_Width | Trnage Width | J
T pe
‘ Width Multiplier = 100% Width Multiplier = 50%
Input Classes & Bound
Co Input Classes & Bound
nv Layer 1 . Cony Layer 2 Boxes Conv Layer 1 Conv Layer 2 Boxes
;3 S 6x510 3 x 255 2
= x510 _ x255 3 2x510
% R R — e — 3 x 510
a \ 3 & g —=> &
= X} v, 8 E ™ -
"+; : *\;)"& s .r% 256
% : o
e Width 812 %
Image Vel { Image_Width | |
Wldth Multlpller =25%
- i . : : . .
512 03938 0642 512 37444 36899 512 DSB 0,81 0,66
384 0483 84 5T ml 38 032 072 054
256  |0j008 £ - 7,1E05 0154 0,017 7 o} 36 3211 29487 256 068 057 052 | 0
Width Multiplier Width Multiplier Width Multiplier Width Multlplner

Channels 2 4 8 16 32 64 128
Power (mW) 486 | 487 | 487 | 491 494 529 580
LUTSs 151 | 238 | 271 | 888 | 1506 10014 | 16668

2L0G

K4
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Altitude-Aware Observations

MAC Operations (M)

0.75 0.5 0.25 0.1 0.01
1536 66,9 44,77 22,65 11,38 4,67
1408 | 75,92 57,05 38,18 19,31 9,71 3,98
1280 61,19 45,98 30,77 15,57 7,83 3,21
1088 45,42 34,13 22,84 11,55 581 2,38
896 31,99 24,04 16,09 8,14 4,09 1,68

c
-.-3 768 22,71 17,07 11,42 5,78
% 640 16,35 12,29 8,22 4,16
9 512 11,03 8,29 5,55 2,81
-4

384 6,75 5,07 3,39 1,72

256 | 2,92 2,19 147 873

(b) 200m Size (MB)
B 0.75 0.5 0.25 0.1 0.01
]}» ; 1536 17,29 1353 11,27 10,69 10,54

1408 15,75 11,99 9,73

1280 14,01 10,25 7,99

1088 12,15 8,39 6,13

c 896 1583 1057 6,81 4,55

2 768 | 1473 9,47 571 3,45

-: 640 = 13,98 8,72 4,96 2,7

@ 512 1335 8,09 4,33 2,07

& 384 12,85 7,59 3,83

256 12,4 7,14 3,38 1120
(d) 400m Width Multiplier

M. Piponidis and T. Theocharides, "Dynamic CNN Parameter Exploration for Multi-Altitude UAV Object Detection," 2025 11th
International Conference on Control, Automation and Robotics (ICCAR), Kyoto, Japan, 2025, pp. 510-515, doi:
10.1109/ICCAR64901.2025.11072991.

'II
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Contexi-Aware Dynamic Convolution Selector

Input CNN Parameter Pool

Dynamic
Reconnguration

L]

Model Configuration Accuracy (mAP@.5) CPU Usage (%) Memory Usage (MB) Power Usage (W) Latency (ms)

Inference w/ Selected P

Dol

Static 91.9 64.23 507.99 1.02 976.1
High Altitudes 92.6 52.68 429.36 0.75 805.6
Low Altitudes 93.5 43.51 359.08 0.56 373.23

K@LOG

M. Piponidis and T. Theocharides, “Dynamic convolutional neural networks for altitude aware UAV object detection,” Scientific Reports, 2026, doi: 10.1038/s41598-026-58335-y.
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So...what else can we do?

i




K@10G

Selective Region/Tile Processin

Recall)

Traditional: Tiling:
— - - - S ind Partition once, axe - 3
Traditional scanning pipeline s | iyl Tiling-based pipeline
4
a Sliding-window / e . High-resolution . R sras
region scanning i Redundant input image
over the full image overlap
4
e B e © Tile partitioning :
L e || | b i
: ' or slight overlaj
(crop windows) i of inferences ! o) resolution
. i images
3 Ef
0 Image pyramid / | e RS 20000 00 pmmtemestteees .
downscaling Higher Tiles to small CNN R
(mult-scale) latency (o gt redundant
classifier) scannlng/
-
3 [ % Small CNN/ ] »
N Lightweight classifier Parslicl G
o Classifier ~ SEueW JelBEy MSdim SNeljss Ry | 0 ¥ i 1 v 3 ¥ <
inference ! High compute / | ;i 3 ey ; progessing
{ g P | each tile fits the network input size in its entirety —
(Cr;l\!onea)ch | memory traffic | o Rl
sub-image, \ } ile predictions
“ &8 8 e @ & 0 e features E E] IE
‘ repeated CNN calls e
Fusion / stitching / i H = Edge-friend!
e Detection / Aggregate many candidate results gEmnTememsnsany y aggregation J’ u N > fompute 4
decision D I-:I i Complex | - =
aggregation ? e | aggregation | Final detectionor | [ Building Global summary
(combine results) lja |:| : Sofmulell | A classification B ship I (or classes)
@ o
[ Crane
N S = \ 7
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Saliency (Bioinspired focus!

N ‘ 3\
High-Resolution e Tile Partitioning ‘ o Importance Scoring o Tile Ranking & Selection 6 Selective Inference
Input Image ‘ (Saliency Estimation)

Image is partitioned into Compute saliency/importance Rank tiles by importance score Only selected tiles are passed through
non-overlapping tiles \ score for each tile and select top-K tiles the CNN classifier
1
(7.0 1 S Pl [ ] [ CEE - T e ..
7
o Result Aggregation & Final Output | Benefits of Saliency-Guided Tile Selection ~
|
pE— i : Key Idea

Aggregate predictions from the [ Building | . |

inferred tiles to form the final —— 4 ; ; Not every region ina

scene understanding. . | = I | high-resolution image is

0 ship | ! | equally important.
8 [ Tree | Lower Computation = Energy Efficiency | Faster Inference | Focus on What Matters
] | ! Rank tiles by importance
[ Other 2 i :
I Only top-K important Reduces energy | Less data to process | More computation
LI . : : ) ; ] and process only the most
| tiles are processed consumptionon | s lower latency | dedicated to informative i 2
et i} edge devices I | regions gEnativecnee
5 SE— 'l —
_—
Large image (e.g., 4096x4096) Example: 16 tiles (512x512 each) [ . -
Low Importance High Importance

Unselected tiles are skipped to save
computation and energy

LOC
|

'II
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Example - Setup

n Capture frame 9 Compute saliency-based ranking 0 Establish ranking Q Route selected vs discarded tiles e Run YOLO on

selected tiles
Selected top-ranked tiles
— YOLO Detector
—>
—.’ ooa¢'§
i —>
! / X l J
: ;
' Detection output
ool
| g
E 8 8 9 " :‘ _'_ ar 0.88)

& |car 0.78] =il ’
9 4 car 0.72} ,
0.04 } A q

K@10G
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Saliency across CPU and Embedded GPU

Input frames AG detections
(t+1, t) Saliency mask Tile scores (2x4) Supertile (2x2) (cached + supertile)

.

50278(53499/59812(59580
" g

57698

—~
o 4. Temporal Phase 5. Optical Flow
i)
(o}
©
-
N
2
o
O i
147.4 ms 245.1 ms 1.9s
c
8 2. U%-Net 3. PoolNet 4. YOLO-Seg + Flow 5. InSPyReNet
u -+
(O]
-
O
2 w—) -
P‘ (a
Q) :
x o 31.5 ms 116.9 ms 1.1s 1.3s
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Results w/ Jetson Nano

Benchm . era Model FPS mAP  Power (W) Utilization % Cmique Objects

ark Detected
MOT17-02 Static Baseline 4.2 0.613 15.41 49.7 52/56

SIGHT 8.4 0.566 9.92 33.3 50/56
MOT17-04  Static Baseline 2.4 0.748 11.34 063.0 31/31
SIGHT 6.4 0.720 9.92 33.3 81/81
MOT17-05 Moving Baseline 16.5 0.850 11.12 51.2 120/124
SIGHT 18.6 0.661 8.03 35.9 114/124
MOT17-09 Static  Baseline 24 0.925 11.40 69.3 26/26
SIGHT 6.6 0.862 10.15 36.3 26/26
MOT17-10 Moving  Baseline 2.2 0.709 10.98 60.7 57/57
SIGHT 6.9 0.658 9.31 26.1 57/57
MOT17-11 Moving  Baseline 2.1 0.741 10.60 52.1 58/73
SIGHT 4.6 0.654 11.55 46.0 59/73
MOT17-13 Moving  Baseline 2.2 0.598 10.62 43.4 104/108
SIGHT 6.7 0.540 9.31 26.1 103/108
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Jetson Nano Example

“EICEEL BN

: zo_sgzo.ﬁ =
e [ i
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The Student’s Favorite: Path of Least Resistance!

\l
|\

0 Y A

S~ ~No N AN

"UGH, THERE GOES THAT PYTHAGORAS GUY"

(Trust me, it remains like that in adulthood!)
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Early Exit Deep Neural Networks

e 5 , =

= - Convolution | === | Convolution | ' Convolution
' Block Block Block
I Early Exit J I Early Exit l Final Exit ‘
% {dog, cat, tiger, {fish, cat, B (cat dog} |
' horse, chimp } horse, dog }

Th rOWbaCK A aqcl)s?msp e e %yghaJP nga srﬁag Qass1 Zr head to an intermediate
R mem Q{a |s confident enough, the network stops early; otherwise,

inference contmues through the deeper layers.

K@LOC
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Early Exit Branch - Implementation

$ p
Design goals

Final of the exit head

classifier

Main network / backbone

Conv block 3 Conv block 4

m Low extra
(Full network) compute

Intermediate
feature map |
Early-exit branch
r 1
0 2] (3) (4) (5 0 o (8] - Fast
[ optional | [ optional ﬁpoo“ng o Fully o W e inference
lightweight BatchNorm connected class scores estimation NO
conviRyers) Y +RelU 0 L» layer(s) Confidence J
-l HjE threshold?
5 ] i LA EE S Good
e.g., 1x1 conv Global Average i O conﬁdence
or 3x3 conv Pocling or o caad maxprot;abilityll lb 2
reduce channels / Max Pooling entropy / margin
u refine features e, Nt ———— calibration
S S
O _——— - S i v
| ' Branch head should be lightweight | Early output prediction Continue deeper Acceptable
() e IR / Stop here - final exit accuracy
) N J (Full network)
v/ \ J
E —

“Edge Intelligence: Time for the Edge to Grow Up!” 151




Exit Placement Impact

e.g., Image Block 1 Block 2

EARLY EXIT

Classifier
Head

%

Deep Neural Network Backbone

Block 3

Block 4 Block 5

i TS

MID EXIT

To next
stage / task
(optional)
Block 6

Classifier
Head

Reliability @S  Highest
(lower expasure)

Fastest » Most Efficient » Most Reliable

© ecwa@

i g
Accuracy @ Lower
Energy =1 Lowest
Latency & Lowest

K@LOG

%\ Classifier
G LD Head
@/ Accuracy @ Medium
ﬂ Energy NN Medium
@ Latency @ Medium
@ Reliability @ Medium

@ Balanced Trade-off

“Edge Intelligence: Time for the Edge to Grow Up

\ r B

@ Accuracy @EEEEEED Highest
ﬂ Energy ~GEEEEEED Highest

@ Latency @D Highest

METRIC TRENDS vs. EXIT DEPTH

As exit depth increases (from early = mid = late):

@ Accuracy /
ﬂ Energy /

@ Latency /
@ Reliability

. U *—r
@ Reliability @ Lowest Early Exit Mid Exit Late Exit
(higher exposure) (e
£ T @
e Most Accurate - Highest Cost « Least Reliable (Grallow) (Niacken) (Ceepl
k: A8 Exit depth

III




Exit Architecture Impact

ALTERNATIVE EXIT BRANCH ARCHITECTURES

A. FC-only B. Conv + FC C. Lightweight Conv + COMPARATIVE SUMMARY (Higher is Better)
(Fully-Connected Head) (Convolution + FC Head) GAP + FC (Efficient Head) / R
{ curacy

COMMON BACKBONE COMMON O
Architecture Architecture Architecture (Representation Quality)

(e.g., CNN stages)

Conv Block | Depthwise Separable
(H=WxC) | l(&!MOUNouU) HxWxC Conv (3x3) Hx W C
l ) + BN + RelU
l Deawe (F0) ] ) 1x1xC l . EI]
=N jroo SNRN §<3xc Energy
———— ‘ Prolve (AA), ) : {Lower is Better)
| Dense (Fe) ] (K) \ (©)

| (K)
Clats Probabilities
‘ Softmax) Latency
(Lower is Better)
Kicases K classes K classes

=== A. FC-only (Simplest)

METRIC A. FC-only B. Conv + FC C. Lightweight Conv + GAP + FC —— B. Conv + FC (Most Accurate)

Lower accuracy due to limited Highest accuracy; richer Good accuracy with compact * C. Lightweight Conv + GAP + FC (Balanced)
P

©/ Accuracy TR local modeling Kok ok feature modeling *kk & representation,
U Lowest energy; minimal b Highest energy; more ops .. Low energy; efficient

@ Energy *kkkk computation & memory KL ey and memory activity Kk convelutions + GAP.
O =1 X 5 e Highest latency; more layers f Low latency; lightweight

2 ; = Latency JdHhhk Kk Lowest latency; few operations % % Yy vy K st i % % d ok opraicrs

V ‘. Moderate reliability; small Lower reliability; higher High reliability; efficient
WS @ Reliability Kk k<9 head, but high sensitivity * K k{0 swress (temperature and Jedkeok okt compute and lower
v to representation quality memory traffic) thermal stress.
=

III
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Exit Strategy (i.e. Threshold) Impact

A THRESHOLD / CONFIDENCE REQUIREMENT (7) X

Aggressive Threshold : Conservative Threshold

(Low confidence requirement) | &._...__. 3 A\ - | Balanced Threshold R mman » | (High confidence requirement)
Low T \ ! Medium T High T

Easier to exit early Balanced exiting Harder to exit early
EARLY-EXIT Many exit early Some go deeper Few reach final Some exit early Some go deeper Some reach final Very few exit early Some go deeper Many reach final
NETWORK BACKEONE S NEX-R- RN X (L X X ee 00 LA XXX} (1] , [ N ,. (E XN K NN X J
@ Exits at this exit Y A\ ' 3 v ¥ v i ¥ 4 “u
Exit 1 Exit 2 Exit 3 Exit 1 Exit 2 Exit 3 i Exit 1 Exit 2 Exit3
(early) (mid) (late) (early) (mid) (late) (early) (mid) (late)

@ Continues deeper

g2 2 T 1 I: LIX ¥
— &I % 01010 000 %5

Final

S Stage 1 Stage 2 I i Stage 1 Stage 2 Stage 3 C,w,ﬁ" Stage 1 Stage 2 Stage 3 Classifier
(3
AGGRESSIVE THRESHOLD (Permissive Exit) BALANCED THRESHOLD \( CONSERVATIVE THRESHOLD (Strict Exit)

Accuracy Energy Latency Reliability Accuracy Energy Latency Reliability Accuracy Energy Latency Reliability

O © @ © @ © O ©
3 I - o =, - e - | -, o, "~

£ 48 L S £ L L L i &7 g i o

,5. ] ] ’ ] ] (] ] ] | 1 1 U 3
) Low LOWEST LOWEST HIGHEST MEDIUM MEDIUM MEDIUM MEDIUM | HIGHEST HIGHEST HIGHEST LOWEST

v \. S J \ J
E —
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Successl!

ey
ADULTHOOP: |
STILL CHATIC |

STILL WORTH .
©

THE SUCCESSFuL

ADULT

¢ EYES OF
(1N TER PeeRs)

FECT.--
Nﬁ,‘;f%ﬁusums i

Lo FAMILY &
f\“ STABILITY RELA"S”IFS »
v
| o S f
A UCCesSS, O

7l NG

course, Is in the
G R i eye of the
e W (D, beholder...

r—

ol -
LOVE, LIVG"‘n R NEW SKilL: | 2
o A SUPPO! = -
A HEALTHY(1SK) M inouGH 1T ALL: B4GER PERSPECTIVE ‘
HUMAN LIVES Lo A st @

QTABLE
HERE A “?“'ﬁ LIVING

© A SPACE
N T REST
RESET

8E

Kind, successfid, N
.. rare
P kol @

SUCCESS
A WELL-LIVED LIFE
IN THE EYES OF GOOD PEOPLE

v

] —

<0

2)

K
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How do we evaluate success in our Adulthood?

9\ Actually Successful Adult Peer-Approved Successful Adult Haes
g A *What really matters " /4 ?, 3 WMt impresses people at reunions ) B aner

ot AV N M wms‘.
oty ) ‘/

dFamily?

dSocial
Relationships?

dMoney?
A s Wl 2E-25 LA roof over our

Ny - il - heads?

dHaving a better

all® =5 car than our
" e \. 4  neighbor?

g Real success = health, love, peace, and stability, |/ 5
Bonus points if your car cupholders are also nice. @ '3;,"2"/;:‘,? :
. ' ¥ (

\,_ F":}&s--‘: Therapy > drama

i)

K@L0G
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How do we evaluate Edge Al?

O Computation Savings -->
Power/Energy

= Lesser # of MAC operations

EVery designe

decision iifipacts the =
perfafHERcE retiies =5

IR rAdiCt oY, uis

0 Model Gizgys 11
= Smaller ashount of Reliabiity g™~ TN ey
computational components
 Hardware Reuse

K@LOC
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The Need for Design Automation

|

. Many trainings
per configuration

Reliability
to SEUs - x
(soft errors) S b Long training time

High compute cost

No single solution Exhaustive Search
optimal for all objectives Impractical

“Edge Intelligence: Time for the Edge to Grow Up!”
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Neural Architecture Search

2
o Search Space

=

-
9 Sample

5
‘ . Evaluate

G0 40

‘\’2;?" L",i

gtk dadl W I

»
@ @ T

aka i T
QO ilis

-
e Best Model

~

----------------------------------------------------------------------
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’ The Edge Becomes Wise

Emerging technologies and future directions

CYBER PHYSICAL SVSTEMS
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Part 5:
The Senior
(wise) Era

Knowledge is Power!

Knowledge is Power!
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».. What about learning?




How can training help Edge Al?

Training

= End-to-end models trained with Backprop!

VGG-56

= Qverfitting, local minima and vanishing/exploding gradients.
Backpropagation
= “Black-Box” approach compared to layer-wise techniques.

Alternatives to Backpropagation

= Predictive Coding

. . [1] Visudlizing the Loss Landscape of
= Evolutionary Algorithms Neural Nets, H. Li et al.,2018,1712.09913-

arXiv
=  Competitive Hebbian Learning

K@L0C
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Forward-Forward (FF) Algorithm

Advantages

+Computational efficiency — Low memory consumption.
+Ability to work with unknown forward computation details.
+Independent training of each layer.

+Layer-wise transparency.

(7 twecss N[ 8-FaseClass )

+
Geoffrey Hinton. The forward-

.y . - . forward olgori’rl m: Some
. +
Ir IpUT. Positive x; ql \d Negohve X; data represer \tation. reliminary investigations, 2022

K@LOG
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Focus on optimizing each layer!

Layer-wise Loss Function with Channel-wise Competitive Learning

- Reformulates the goodness function to avoid negative data construction.
- Enables each CNN layer to act as an independent classifier.
Channel-wise Feature Separator and Extractor (CFSE) Block

* Incorporates channel-wise grouped convolutional layers to partition feature
space.

- Facilitates learning of compositional features via standard non-separable
convolutional layers.

A. Papachristodoulou, C. Kyrkou, S. Timotheou & T. Theocharides, “Convolutional Channel-Wise Competitive Learning for the
Forward-Forward Algorithm”, Proceedings of the AAAI Conference on Atrtificial Intelligence, 2024

v
O
%o
4
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https://scholar.google.com/scholar?oi=bibs&cluster=9734715811586095444&btnI=1&hl=en
https://scholar.google.com/scholar?oi=bibs&cluster=9734715811586095444&btnI=1&hl=en
https://scholar.google.com/scholar?oi=bibs&cluster=9734715811586095444&btnI=1&hl=en
https://scholar.google.com/scholar?oi=bibs&cluster=9734715811586095444&btnI=1&hl=en
https://scholar.google.com/scholar?oi=bibs&cluster=9734715811586095444&btnI=1&hl=en
https://scholar.google.com/scholar?oi=bibs&cluster=9734715811586095444&btnI=1&hl=en

Allows for Promising Performance w/ Early Exits!

Input  Groupe Output
Channels Input Channels

Performance

Energy
Accuracy MAC.: Consumption / Latency /
Operations Sample
Sample
| End-to-End LR 100% 100% 100%
| DeepExit = EIEEIA 92.08% 77.28% 80.45%
| Shallow Exit [EEIRENA 76.54% 62 40%_ 65.50%

Avg Pool
Flatten
Shallow

Exit

Shallow Exit

K@LOG

https://github.com/andreaspapac/CwComp
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What about On-Device Learning? - Why?

), o . . . o
_@ . Changing Environments @ Personalization New Data & New Classes I Sensor and System Drift
“+ " Conditions, appearance and Adapt to specific users, ’ Encounter new objects, Sensors age, calibration drifts,
contexts evolve over time locations and device behaviors or scenarios not seen and device characteristics
(e.g., lighting, weather, characteristics. during initial training. change over time.
seasons, wear and tear).
o : = A
g . O E ﬂ - PPIPo
= - Over time

Same place, different conditions Different users. Different needs. The world keeps introducing the unexpected. Adapt to maintain performance.

Privacy & Security
Keep sensitive data on-device.

Avoid transmitting raw data and
reduce data sharing and
regulatory risks.

f.e

Learn from local data. Keep it private.

4 latency & Autonomy

/" Adapt in real time without waiting
for cloud retraining or redeployment.

React now. No round trips.

Limited Connectivity
Operate and adapt even with

Continual adaptation improves
performance in the long run,

@ Better Accuracy & Robustness

o~
-
X

intermittent or no cloud access making the devige more robust
(e.g., remote areas, mobile devices, to real-world variations.

With on-device learning

_ critical infrastructure). The world changes.
g Q Your device should learn from it.

More reliable
over time

Accuracy

Cannot always rely on the cloud.

Static models are not enough.

Devices need to learn from their experience to stay relevant, secure, and reliable in the real world.
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On Device Learning - How

o Sense & Collect e Select What to Learn o Update the Model o Evaluate On-Device e Continue Learning
Acquire new data from Use lightweight criteria to Adapt a small part of the model Adapt a performance using a Keep adapting over time
on-device sensors during select informative ;amples . using efficient learning techniques small validation set or online as new data arrives.
normal operation. (e.g., new classes, high uncertainty, with limited computation metrics (e.g., accuracy, uncertainty,
errors, or distribution change). and memory. reward). h
> Accuracy  Periodic updates
= | Robustness « Event-driven updates
= | Noforgetting ¢ Continual learning
Resource budget
a Learn from the most useful data Frozen layers Trainable layers A m?:‘el that o olves
Real-world, on-device data (not everything). (keep knowledge) (adapt to new data) with experience,
(in the wild)
‘ Repeat over time ’
Efficient On-Device Learning Techniques Resource-Aware Training on the Edge Updated Model
Update only what is necessary to meet resource constraints. Optimized for the constraints of edge devices. (Improved & Adapted)
¢ § ¢ Low memory footprint .
Ti the head Pal ter-efficient Selective / sparse Continual ental
o rain only the 6 ad;ap"t:tiz:l ci 0 eaniing / o ot mi:; / increm # Update a small subset of parameters. & 4 /
. Use memory-efficient optimizers. y
Freeze backbone, Use adapters, LORA, Update only certain Learn new data without » f
update classifier/head. prompts, or small layers, channels, forgetting old knowledge Low energy consumption i L
) - trainable modules. or neurons. (e.g., rehearsal, distillation). Lightweight updates, few training steps, :
U Pa—s = [ oo i quantized training {when possible).
2K '—b*j z 'rm | C.' Real-time operation 0 Adapts to new data and conditions
Lo 6 | -—ﬁ od Naw Learn in the background without 0 Improves over time
interrupting primary tasks.
] — knowlecige:; loxaslacee IHROVPEIE PRIy S 0 More robust and personalized
o= Low cost, effective Small number of Focus updates where Maintain performance Hardware-aware implementation rk
ﬁ,‘g. for many tasks. parameters to update. change is needed. over time. Leverage NPUs/GPUs, mixed precision, @ Works without constant cloud access
. and efficient kernels.
E —
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Example: MCU Vision

o Deploy Pre-trained Model

Encounter New Classes
After Deployment
A compact vision model is deployed New data appears in the real world
;::";: ear emnlccerocon‘troller for on-device after deployment.

Camera

{ (input)

Pre-trained
$ model
(tiny CNN)

i Tiny memory
(e.q., a few MB)

On-device
inference
(nointernet needed)

Microcontroller
(e.g., ARM Cortex-M)

Can recognize known classes:

New data appears in the
real world after deployment.

Deploy - Encounter something new - Learn locally -

)

Privacy: data stays on-device
No need to send raw data to the cloud.

&

Efficiency: only a subset of the model is updated
Structured sparse updates and low memory footprint.

Learn Locally with
Selective Updates

The device learns from new data locally using using
structured sparse back-propagation. Only a small
subset of the model is updated. ®

o Updated Model

The device now recognizes both
the original and new classes, and
becomes more capable over time,

No need to send
all data to the cloud

Recognizes old + new classes:

On-device learning (no cloud needed)

N T

New data

(eg, dog)
Frozen Trainable Frozen
(most layers/channels) (selected channels)

M | I Continual learning

C Adapts after deployment
Structured Update only

Store only Low memory .
sparse back- ~ selected selected footprint o Recognizes new classes
propagation channels/ activations (few MB memory)
parameters

7' More capable over time
Update the model - Become more capable over time.

_\6'_ Adaptation: the device learns after deployment

o Can incorporate new classes and improve over time.
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On-Device Learning

e On-Device Learning

From static inference to local learning

/"

Sensing

Capture local data

3

o Continual Intelligence

Ongoing learning over time

Sense
Observe

3 /= Infer
‘ a ‘gg' —R Adjust behavior Understand
\ ’ Edge Al . from updates
= P to adaptation ;
Model update Local adaptation “~ Learn
Learn from Adapt to user / Update from
new experience \ environment experience
Time A d.“ Wik
a Privacy-preserving learning -~
& Continuous adaptation
® 3 :
A U SiTinen tetan aion .ll Handles distribution shift
||l Local updates (no raw data leaves device) 5 Retains and updates knowledge (e.g., via continual leaming)

On-Device Learning

Static

inference Learn locally

Continual Intelligence
Adapt continuously

»

inrealtme  from adaptation
to autonomy

e Autonomous Edge Agents

Intelligent agents that perceive, decide and act

w-, |

Smart camera Drone

Monitor & respond ‘;. Inspect & explore

e b

Wearable Industrial sensor
Personalized Predict & maintain
assistance

Mobile robot
Navigate & operate

Local decision-making (no cloud dependency)
Self-improving behavior
Low-latency autonomy

Mission-aware adaptation

More capable
distributed Al
in the real world

MATURITY AND IMPACT =

he Edge to Grow Up!
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On-Device Learning - Challenges

®

Limited Compute

Training requires far more
operations than inference.

Data Scarcity

Devices gften see small,
local, biased datasets. \

Privacy & Security

Local learning must protect
sensitive user data and resist
attacks. )

| Memory Constraints
m Activations, gradients, and
= optimizer state consume memory.

e Resource Limits @ Learning Stability G Deployment Constraints
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LEAR & 7 - *. =
Energy Budget e CEALLY Catastrophic Forgetting
Frequent updates can quickly i ADAPT CONTINUOUSLY

: New updates can overwrite
drain battery power.

previously learned knowledge.

p

Thermal Limits | Intermittent Connectivity

Sustained learning increases | Cloud support, synchronization,
heat and throttling risk. or supervision may be unavailable.

1OC

8

X

K




Post Von-Neumann Computing

Von Neumann Architecture Non-Von Neumann

Architecture
Neuron mm Neuron SWPSES Neuron Synapsss
Communication Communication Cemmunication
unu 2 Logic P Neuron it Neuron bl Neuron
Unit U
Communication Communication Cemmunication
“{‘ Neuron EESM Neuron Reees Neuron Bt
Communication Communication Cemmunication
O Source: https://www.quora.com/How-does-the-
) — Von-Neumann-architecture-provide-flexibility-for- Source: https://www.extremetech.com/extreme/187612-ib
g. program- development cracks-open-a-qeyv-era-of—computing-with-brain-like-chi
i/ 4096-cores-1-million-neurons-5-4-billion-transistors
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https://www.quora.com/How-does-the-
https://www.quora.com/How-does-the-
https://www.quora.com/How-does-the-
https://www.quora.com/How-does-the-
https://www.quora.com/How-does-the-
https://www.quora.com/How-does-the-

o Application SpecificIC AD
Technologles? BASIC
Adaptivity (AD) sc bE
Performance (PE) Ack: Helen Li and Yiran Chen

Power Efficiency (PO)
Programmability (PR)

" PR PO
Scalability (SC)

AD

@cPU

@GPGE sC
SC PE
U PR PO PR PO
) 9 Programmable Hardware Memristor Based
% Reconfigurable Design

% General Purpose Platform
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How about CMOS/EDA?

U Are conventional CMOS and EDA
technologies capable to support

long-term research and development
of Al?

= Debates
* Analog or Digital?
» Spiking-based or level-based?

» Synchronous or asynchronous?
* CMOS or Post-Silicon?

= Other Challenges

« Programmability

Stanford, Brain in Silicon
Mixed-signal VLSI

1M neurons/16 chips -

1B synapse/16 chips i

HP, memristor X-bar
Analog computing
Dense connection

¢ D.B. Strukov, Nature, 2014

v - Reliability

19 - Scalability aagis [
“ » Security i A ]
Y  Ack: Helen Li and Yiran Chen 5. Miller, ESANN, 2012
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How About Neural Architecture Search & EDA?

Desirable features
* A general framework to support arbitrary design spaces

* Optimize for actual efficiency metrics (such as latency)
* Reasonable search cost

(Search space ) Target Neural Architectures
device s
160 S 9 80O
Deploy> o :ﬁ:ﬁo—o'o'o o o ‘"
PPN . 4 Training Sampling
B | elelel { Stochastic super net k. super net
a y wi = S
, w:&:':\ ,@\ @ s Distribution

;:;,:j -»---_1\..3.35-.’& od- -H— @_.g_.... iz [robability
/
: L \EV \@ \@ j perators

® 2019 Bichen Wu

K@10G
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Dynamic Scenarios | - Conv Width

Input image

same image

e ————
Input image

Regular DNN pipeline / backbone

Conv block 1 Conv block 2 Conv block 3 Conv block 4
(a=1.0) (a=10) (a=1.0) (a=1.0)
Intermediate
feature map
g = = N
Width exit branch
Optional Pooling Fullyed Width Policy output Usésinaller
lightweight connect decision ST width multipli
i Estimated — pyor
=== pelicy head complexity need: low for the next
RN X m o layers?
Global Average Use reduced
Pooling width multiplier

Conv block 1
(a=1.0)

Continue DNN with reduced channel width
same architecture, narrower later layers

Al
2y 7 7
- [y~ -

Reconfigure
remaining layers

fewer channels /
lower MACs
Q dynamic width
multiplier
utilization

Pt Final
Conv block 2 Conv block 3 Conv block 4 classifier
(a=1.0) (a = 0.5) (a=05)
4 reduced channels reduced channels

“Edge Intelligence: Time for the Edge to Grow Up

III

Final

classifier

I Output

( N
PATH A (NO) Why this helps
Keep full-width on edge Al
inference
eg,a=10 Reduces
Needed for . unnecessary
difficult inputs {:i compute
@ Retain full width ——
! when hard inputs | | T latency
I need more ]
I capacity !
Less energy /
memory
bandwidth
t Adaptive
v model
° capacity
\ J




K@LOG

Input image

same image

(2} ? Pooling

f Convolution-mode

exit branch

F13 ﬂ Optional

lightweight conv

(Global Average
Pooling)

e 2 Fully connected

policy head

o @ Convolution-mode

decision

o Policy output

Estimated receptive-field |
need: high
or
Use dilated / atrous
convolution

~\

Dynamic Scenarios | - Kernel Mask

Regular DNN plpellne / backbone

Conv

block 1 block 2

Use alternative
convolution mask
for the next
layers?

YES

Output
prediction
Sany Cony Classifier

Reconfigure
remaining layers

change convolution
mask / receptive field

dynamic convolution-
mode utilization

block 3 block 4

[

1 Retain standard

: convolution when fine
 local patterns matter

- o - - e o

Output
— prediction
llll

Classuﬁer

PATH A (NO)

Keep standard / full convolution
e.g., dense kernel

Needed when local detail dominates

Conv Conv
block 3 block 4

PATH B (YES)
Continue DNN with alternative convolution mask
same arch/'tecture, modified later convolutions

) Conv block 3 Conv block 4 2 )
\ (dilated / atrous)| | (dilated / atrous)
Conv Conv &E cmﬁer l I I '
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blockl || block2

rate =2 rate = 2 4

I context is more

III

’
Why this helps

Useful when larger |

~

on edge Al

Adapts
receptive field
to the input

Lower
(?) unnecessary
compute

Better context |

when needed

QED Adaptive
model
behavior

177




Dynamic Scenarios Il - Resolution

e O
Higheeaaliiion ' Regular DNN plpellne/ bakbone

input Ve Vo

prediction

Conv block 1 Conv block 2 Conv block 3 Conv block 4

d A
Intermediate PATH A (NO) Why ﬂ:’ls thlpS
onh edge
same image, feature map K.eep current 9
high resolution high-resolution —
= 5 2 )\ inference
e.g., 10241024 Resolution exit branch , WL oy
Needed for difficult high-res
1 0 0 9 0 or detail-sensitive ‘ compute
i ; :
I Optional | [ Ppooting Fully Resolution By e oo
| lightweight connected / decision Estimated need for Am— ot FetiE Tt .
: policy head high resolution: low (B¢ o E Retain full & Lower
! ﬁ or Cateadd i resolution when | | = latency
! -~ v Original resolution 3 :innae‘t::ta:ls -
: unnecessarily high L i ‘
1 \ y, Less energy /
: v memory
. Downsample bandwidth
: Re-run regular DNN pipeline on lower-resolution input | same image
[ el il \ : ; . :
M hitecture, new input resolution Adaptive
\ | Same image : same arc pu p
U ﬂ\f ______ 7 —_ ; “?" resolution
:‘ s P | & ° selection
N ——— = — } ‘ — > Output \_
 — same image, [ i ; prediction
g. low resolution Convblock!  Convblock2  Convblock3  Convblock4 ~ \-™ )
| 4
WS e.g., 256x256 A Useful when coarse \:
v L content is sufficient. |
N 42 F N e s el el e s R ReRe s R e w0 e R e S NS S e

III
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Dynamic Saliency based Tile Processing |

e N f =
o Input frame t o Tile partitioning

N

. : ( = -
Tile ranking W Selected tiles 1 T i
e by saliency o — YOLO11 9 ection resu

5 7 i) |
Nosa By P
¢ 2 q 3 ! 8 [ \
v » A St (Y J
™ 23 N
2 . i A of e
3 < .
=y 1 - - |
T 7 ™
\ Y
ral o ¢
7 J \ —
7 / I v b - |
\ - -
A
L y I - v
f l \

‘;.’!' -- YOLO11
-=E High saliency (rank 1)
=

detector
4\t N
[T] Medium saliency (rank 2) ¥

( 1 1
e s o Subsequent frames
0 | flow track
ptical flow tracker ¥l 2.,

( Detection | 8 . ) (t+1
(keep) Optical flow ‘ v

tracker

No detection |
(discard)

—N,
S A Lower saliency (rank 3) |
Frame divided into
fixed-size tiles Low saliency (low priority) ‘ J Tracker propagates ROlsttiles
7\ ks J L S ) | using optical flow
I A
i
el : G——
O : { Skip saliency |
? —
K
<0
-

Tracking (human-like approach!)
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Dynamic Saliency based Tile Processing |l

' " c N - N\ X = ( X
0 Input frame t Tile ranking 9 Process selected tiles Optical-flow Spatiotemporal-locality o Final policy
by saliency tracking selection for frame t+1
L Y | S s Revisit
— Optical flow tracker ;%?ﬂ | Co highest-saliency
A—.}.\_, = [~ L tiles
,«5 [’ | ?\ 'y a ‘ :
a Track detected
- objects
o '____________b‘_« J
t+1 (predicted) | =2 ?%f g 4
i i r l 1 smm Als_o inspt’:ct
Hlaerdd =t mmm adjacent tiles
: i ) BEE  around tracked
] Lok detections
YoLof ' L 3 1 T
1 [ IT.: : N\
: : : | Do not process ‘
\ No ||| [l WSS ||| So---nm-mee-c : ® the remaining |
High saliency (rank 1) ‘ || detection l tiles J
i i i ‘ ® adjacenttilesdue | | T
ium saliency (rank 2) | to spatial locality O Spatiotemporallocallty ‘:
Lower saliency (rank 3) Top-saliency tiles (reprocess) | ¥ reduces unnecessary |
Vi daliricr o) [] Tiles with tracked detections 1 tile accesses while i
= ] Adjacent tiles (spatial locality) i preserving likely E
[ Skipped / not examined L object motion. )
7 N O e ke J
° ° °
Spatiotemporal Locality (Cache-lee)
m—p Active processing / === Skipped/ not Top-saliency tiles Tracked detection |'—| Adjacent tiles selected due Skipped / not
tracking processed (process again) tile (t+1) ——  to spatial locality examined
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Conclusions

*Edge Al vital as data generation moves toward edge!

*Conventional DL models too large and energy-intensive for
edge

*Model compression, quantization, pruning, dynamic networks,
and efficient architectures enable practical deployment

*Bioinspired Approaches Provide Vast Options

*Edge Al is inherently a co-design problem, requiring joint
optimization across algorithms, models, hardware
accelerators, and system architecture.

*Future research will focus on adaptive models, specialized

accelerators, and collaborative edge—cloud intelligence to
enable scalable and reliable Al at the edge.
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) T‘L\a' o

_Detected it all.
Efficiently.

Time for chill.

TRAFFIC MONITORING
OBJECT DETECTION

STATUS: |
COMPLETE




As you set out for Ithaca, hope the voyage is a long one...

ITHACA -

__FuII of Adventure... ¢ Full of Discovery.

- Destination 4+
; S COMPUTE WISELY

“The greatest
teacher,
failure is”

~Yoda

l Learn along the way
Arrive with meaning

e o= 1
000 Students& L ASERENINY
@R \Mentorship ‘Mﬂ‘

. Collaborations ’~c
S =l @‘ & Community

(‘ S, S N Papers & !

" 1pEAS i &7 Publications 38

7 A

A'?*
" = [mpact &
A’ { ALl Contributions

-
o>

T

? — - - y )
f‘ N Explore @ Focus on CO2 Learn, Share, Discover Leave Things
v with Purpose What Matters €AY Elevate Others What's Next Better
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Now, your turn to NOT be lazy and ask questions!
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THANK YOU!
o~ Edge Al Grows Up i

Brighte! JIS‘"
A ’h/' From cloud-dependent child to independent intelligence at the point where data is born

Past | d
_ v
Cloud-dependent edge f 3

= Present / Future
Transition ;
xcing - Adupting = Growig Independent, adaptive, on-site intelligence
@ Low @ by design

72 latency Robust
¢ Real-time :
Y lj response 7 @ &reliable
ar

Cloud Al E"e'g'”“
model effici
gegmralileez intelligence I “tel l‘g ta.
er ptive
Wh bon‘ ~ ::gnﬁnuous
learning

Make
decisions

Edge Device
Small - Dependent - Passive

§ e @

Camera Sensor Industrial loT Wearable

Industrial Wearable Environmental
Sensor Device Sensor

A SMARTER, CLOSER, MORE

lII
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