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Next generation of loT and autonomous devices: é
Energy Efficient and Low latency Smart Sensors

Sensors + Edge Signal Processing and Al

Low Power System Design

Low Latency Close -Loop for .
y P + Energy harvesting

control and actuation

Energy Efficient and long -range communication
Teaching at PBL

A Embedded systems i 300 students per year

A Machine Learning on Microcontrollers i 100 students per year
A P&S 300+ Bachelor students per year

A Over 130+ studentsod projects

Research at PBL

A Around 150+ papers published since 2020

A 10+ Best paper-poster-demo-presentation at IEEE conf.
pAs B0+ yngefgraduate students in conferences
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Introduction to the Today Talk
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Outline and Topics of My Talk

Embedded Systems and Cyber -Physical Systems
AComponents and Power

Al

A CPU
A Sensors
A Power consumption

and Edge Al : The | mportance

A fficient Models

A Quantized and compressed networks

Mardware

A Hardware architectures

AExamples

A TinyML example: Tiny-YOLO on glasses and beyond
A From wearables to robotics

ETHzirich Center For Project Based Learning
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Embedded Systems

Embedded system& S information processing systems
embedded into a larger product

Examples:

Often, the main reason for buying is not information processing

ETHzirich



Embedded System

CYBER
WORLD

Embedded System

Computation

reasoning
deciding
big data

Communication

4

observing iInfluencing

PHYSICAL
WORLD

physical/biological/social
processes

ETHzirich [

Use feedback to influence the dynamics of the physical
world by taking smart decisions in the cyber world
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Moving Al from the Cloud to Edge é

The real world doesndét happen in the cloud
. Figure reference: Accelerating Implementation of Low Power Artificial Intelligence at the Edge, A Lattice Semiconductor White Paper, November 2018
((9?) Sending data to the cloud

for processing
introduces

(2)

A

Wireless / Core Network loT Communication

Wireline Gateway

Access

.................. Networking cossssssesssssessss i ussesssssascsssassassens (G JQUIC] soevesresesserceccsdp

By integrating efficient Edge Al with sensor fusion and efficiency at system level , We can reduce latency

by >10x, lower power consumption by up to 90%, enable data protection and without communication.

ETHzirich o
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Cloud A Edge A Extreme Edge Al a.k.a. TinyML

Latency, pnvacy Edge Computing Cloud Computing
® - -
Image Uploaded Control Commands )
Image Data In Image data processed AR mage Data o oo Image data pracessad e o
LOGISTICS -
70BSn AVERAGE
$28BN MANUFACTURING / CAGR
INDUSTRIAL AUTOMATION 7%

$22BN

SMART
CITIES/
BUILDING

$12BN

RETAIL
$8 BN

ev, Qcomm research 10
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Expected Market success é

1 3 2 l . I I .
® rI I 0 n in global economic value by 2035

-

Connected healthcare
$389B $1,061B $2588 $1,056B

Precision agriculture Construction and mining

Reacher mobile experiences ~ Smart manufacturing Intelligent retail Smart city

ETHzirich D-ITET center for Project-based Learning



EtHzirich CPS Devices

The network of physical objects or "thingsih
connectivity to enable objects to collect and exchange data.
KACPU ( AHuge Amount of h
: data and

ARadio Information
ASensors A Application
APower unit soecific
ABattery and EH

\-

Hardware
-

AConnected to
the cloud

AConnected to
other sensors

.

rPower Management
A Artificial Intelligence
ASignal processing
k ACommunication
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Components and Requirements by Example
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10DOF IMU

- 3-axis accelerometer
- 3-axis gyro

- 3-axis magnetomer

- Pressure sensor

\ Power supplies
and battery charger

UART
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12C
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USB Data
to STM32

Charge/VBAT/VCC

Expansion port

Crazyflie 2.0 system architecture

SPI/I2C/GPIO/PWM

EEPROM
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High-Level Physical View

Always ON power domain

RF power

amplifier

{UART

Power switched by nRF51 (VCC
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10DOF IMU

- 3-axis accelerometer
- 3-axis gyro

- 3-axis magnetoy/
- Pressure senso

Push
button
+5V
HUSB port
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Power supplies
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. |

bitcraze‘se;ﬂ TLJ
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Crazyflie 2.0 system architecture
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Advanced autonomous drone and vehicles Nano-drone
[1]A . B_achkydim:ahu,t(fmomy engine: Enabling the next generation of autonomous flight, o | EEE
33 Symposium (HERLZ021 https://www.bitcraze.io/products/crazyflig-1

-

Deployment in tight spaces?

https://www.skydio.com/skydio-2-plus

3D Mapping & Motion Planning

Object recognition & Avoidance A Smaller form factor of 0.008m2
0.06m2 & 800g of weight A Weight of 27g (30X lighter)

Energy Capacity (Battery) 5410mAh @ A Battery capacity of 250mAh smaller) )

To o To I

Can we fit suf fi c30Ksmallerfpayloadand0X ¢pwen energy budget? a

Credits: Luca Benini



Fully Onboard Autonomous navigation, with mapping, plan@%%
object avoidance and landing (LIVE DEMOY)

Active Marker Deck (1l

Each nandJAV si equipped
with:

1. 4x 64pixels depth sensors
2. STM32 controller

3. GAPS co-processor

4. NRF51 transceiveintra
vl e swarm communication
iy o hig N 5. Active markerground truth

Quad VL53L5CX il
ToFISensor IDeck [1] A

[1] Custom

[2] Commercially available

19
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Trends: Energy density
A Greater HW/SW complexit Lioo hattery:

} The hardware challenge
A \IeI(=BiVgl8ll Performance boosts on components for the years 2018, 2025 and 2030 L [ ]

CPU Graphics Memory size Connectivity / SoC power [2]
performance performance increase > 8x in-vehicle network dissipation
increase > 37x increase > 39x increase > 25x increase > 13x

£ 0 3
S Q G}
7] o 2 i O
- - a | a < s 2 -
Efficiency o - H - t Challenges:
L & 4 (g & 4GB 5 Py wiFig © 8 8 (B;
: i — s = e i
CPUs: 100 = A é é 20 S % 1600 MH g g 100 M g E 3 y Ssto rage
DSPs: 110 gl 8 . BEHEH & .
mEIL] N ol G y consumption
ADCs: 17 é] [ 2018 2025 2030 2018 2025 2030 2018 2025 2030 2025 2030 2018 2025 2030

average values; source: Continental, BMW, Infineon

Radios* 19-34 L

*short range ]

y source

m ZUuric h e Integrated Systems Laboratory 20




Setting Things into Perspective

Peak Performance (GOps/sec)

10

Systems
7 PGX-ATOD

x .7
DGX-Z*CS-Q

+ b 3
%roqNodeCS-1
[t i R

102 _g;yntiant
i/laximv,‘e,@
e
101 i Lol Ll il | | |
1072 107" 10° 10’ 102 10° 104
Peak Power (W)
E'HZUI’/Ch Dept. of Information Technology and Electrical Engineering
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Reuther 22: arXiv:2210.04055

Legend

Computation Precision
analog
int1

int2
int4.8
int8
Int8.32
int16
int12.16
int32
fp16
fp16.32
fp32
fp64

¥ O XX HPO A VA+

Form Factor
B Chip
B Card
Bl System

Computation Type
[0 Inference
B Training

22.09.2025
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The Growing Al Power Challenge: Bigger Models, Bigger Energy é
Demands

THE DRIVE TO BIGGER Al MODELS

LEARNING
The scale of artificial-intelligence neural networks is growing exponentially, as measured
by the models’ parameters (roughly, the number of connections between their neurons)*.

Al models are becoming too large for
- embedded processors, while current

—_ o processors consume too much power for
O I Ll i s i S B O A i R

® Language Image generation @ Vision @ Other

O % real-world Edge Al applications
10 b|l|_|0r'|.E ................................................................................................. i .ﬂ
: s
, oo 1OX-BVEIY. 2. yRarS o I
— : d (N
% 100 MILION £rvvv-erme i B @ '?53‘%{«:‘ Neuronal Networks
=) : v
=% 10 m||[|onn.-a.,=
a9 : ° .‘i :‘3.
S D illiON e PR ® . e IS .
2= : e °
= =
= : e ® _ Py
- et ® ®
1'00(};.
= @
o] o M- ;. S, .' ................. sl 1 SO

[ LR ——. -

1950 1960 1970 1980 1990 2000 2010 2020

*Sparse’ models, which have more than one trillion parameters
but use only a fraction of them in each computation, are not shown.

100 Trillion synapses ~ 20 Watt of Power

22.09.2025 22
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Challenge number 1. Computational resources é

Language Models are Few-Shot
Learners [Brown et al., 2020]

1000
=3
2 100
=
£
g 10
2 V100
N TPUv2 32GB
¥ 1 |16GB
o)
N
@ . BERT
o 0.
-8 GPT 0.34B |
= Transformer 0.11B O Model Size
0.01 0.05B GPU Memory
2017 2018 2020 2021 2022

ETHzirich
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Challenges of Bringing Al to the Edge é

“"Performance boost
through efficiency

LEARNING

-
o
-]

wh

o
[
|

Efficient P f - .
|C|entEdr;é:iTsors or Alph ,%H Nvidia GPUSs
d- 1§ 3 AmD-mieBEZY-BC2
ythic) ;@ Qa / %&2'.?25‘“ Advanced Al
RKSggF’ro / Agg%t?vp v

¥ itmain
v vﬁsx . " Q(alray

\A
GreenYVaves

Peak Performance (GOps/sec)

Reuther 22: arXiv:2210.04055
102 1.o.t’ 10° - 16‘ o | 102 163 ;6‘
Peak Power (W)

Hardware alone is not enough & efficient systems, model compression and software optimization can reduce

memory and compute needs by up to 90%, enabling real  -time Al even on sub -Watt devices.
ETH:zurich 24
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Power as a Design Constraint é EEEEEEEE

A Why worry about power?
A Battery life in portable and mobile platforms
A Power consumption in desktops, server farms
A Cooling costs, packaging costs, reliability, timing

A Power density: 30 W/cm2 in Alpha 21364
(3x of typical hot plate)

Where does power go in CMOS?

Dynamic power P_owc_er due to sho_rt -
consumption circuit current during
transition Power due to
,/ leakage current

/
P =(ACV 2+ z‘AVIS'/hortf + Viioak

ETHzirich Center For Project Based Learning 22.09.2025



Dynamic Power Consumption

ETHzirich

C 1 Total capacitance \/1 Supply voltage
seen by the gat eQgyg. 28 Bedh Wrbpbing
Function of wire lengths, with each successive fab

transistor sizes, ... \ A{
ACV“f
/ ™S

A - Activity of gates f 1 clock frequency

How often on average do Trend: increasing ...

wires switch?

Reducing Dynamic Power
1) Reducing V has quadratic effect; Limits?
2) Lower C - shrink structures, shorten wires

3) Reduce switching activity- Turn off unused parts or
use design techniques to minimize number of transitions

CENTER FOR
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Short-circuit Power Consumption é

[AVIshortt

Finite slope of the input signal

—O‘ causes a direct current path
between },; and GND for a
Vin | short Vout  short period of time during
4‘ | L switching when both the NMOS
CL and PMOS transistors are
1 = conducting

Reducing Shortcircuit
1) Lower the supply voltage V
2) Slope engineering match the rise/fall time of the input and output signals

ETHzirich



Leakage Power

ETHzirich

Va=0Vv Va=Vpo
l:"'\. s
V II e ak Vs=0V Vo=Voo
[_J )
— I
[SUETH

\ IGIpL Inversion Layer

I:_, :::'
I VE= Ve=0v
: Ip at Vo=Voo
c 106
= l; 1008 2.1
- )
Subthreshold e .
O d IsipL =0v
current 1o g

Gate Waltage (W)

Subthreshold current growssxponentiallywith
Increases in temperature and decreases in Vt
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New platform for edge computing every year. EdgeAl Platform

GOPs/s
10000

1000
Near-pBensor

<AQ
~F
3\

100 ===

DSk @0.1\W 4% R
1W 10w Power/Thermal Envelope

ETH:urich
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000$ A Trends:

A Optmized
accellerator for
NN

A Parallel Solutions

A Custom
Architectures

29



Real Problem for SoA Research
How Transformers was Created based on attention mechanism .

A Complexity of Al Challenges

A Simpler network in specific condition could
perform better

A The main Limitation was Computation power

A Software Mechanism more Efficient in
Existing Hardware.

30



Efficiency is always crucial J

920
88
86

84

80

10.00

MMULU Redux ZeroEval Score VS Input API Price ($ / 1M Tokens)

Michele Magno 22/09/2025 31



Trade-off accuracy vs size

Inception-v44mm
80 - Xception [culurciello18]
[ - ResNet-101 ResNet-152
oTeNe L ResNet ™50 VGG-16 VGG-19
GOP+ 9 ResNet-34
MB+ ileNetv2
X 707 a ResNet-18
‘;.:;‘" o GoogleNet
s ENet
E 65 fd-MobileNet
~
“ BN-NIN
~ ShuffleNet
60 - 5M 35M 65M 95M 125M 155M
Memory limit
of 1Mbyte SqueezeNet
BN-AlexNet
LR AlexNet
50 v T T T T
0 10 20 30 40

Lees than 1Goperations
ETHzurich

Operations [G-Ops]

50
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Needs for Model Compression é

Relative Energy Cost
Operation Energy [pJ] | Relative
Cost
l 32 bit int ADD
ox M 32 bit float ADD 0.9 9
20 32 bit Register File 1 10
X
32 bit int MULT 3.1 31
32 bit float MULT 3.7 37
32 bit SRAM Cache 5 50
32 bit DRAM 640 6400
Memory
128X 1 10 100 1000 10000
Energy table for 45nm CMQOS process
ETH:zurich : - 4

Source: http://isca2016.eecs.umich.edu/wp-content/uploads/2016/07/4A-1.pdf



http://isca2016.eecs.umich.edu/wp-content/uploads/2016/07/4A-1.pdf
http://isca2016.eecs.umich.edu/wp-content/uploads/2016/07/4A-1.pdf
http://isca2016.eecs.umich.edu/wp-content/uploads/2016/07/4A-1.pdf
http://isca2016.eecs.umich.edu/wp-content/uploads/2016/07/4A-1.pdf
http://isca2016.eecs.umich.edu/wp-content/uploads/2016/07/4A-1.pdf
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Shrinking Techniques é

2 KSYy ¢S GlFf1 lFoz2dzi Y2RSt 2LWAYATFGA2Y 2NJ A4A1 S NFBRdAz

A Reducing the number afeights
A Reducing the number difits per weight
A Reducing the number afperation to doc Less MAC

Al SiQa GIF1S F RSSLISNIt221 Ayld2z2 0KS YIAY GSOKYyAIl dzSa

ETHzirich



Methods for Model: Compression

ADeep Compression:
A Compressing Deep Neural Networks with Pruning

A Knowledge Distillation

*You can combine above methods

AAutoML -NAS for Model Compression and Acceleration on
Mobile Devices

ETHzirich
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Embedded device implementation trick: Quantization

ML models are trained with floating-point data on GPU graphic cards or servers.
Embedded systems have often no FP, or are very efficient without

Quantization:
A Fixed-point quantization helps to avoid the costly floating-point computation

A To reduces the memory footprint for storing both weights and activations, which is critical for
resource-constrained platforms

asT = 00:30.66

01| George ONE
02| JORGE ESPINOSA

www.youtube.com%2Fwatch%3Fv%3DC-dasYZ3rF4&psig=AOvVaw2VUzE4HjPemHgXLhFx-
a0Q&ust=1649758060214000&source=images&cd=vfe&ved=0CAsQjhxqFwoTCliUuevhi_ cCFQAAAAAJAA

AAABAD




How This is possible?

A The majority of CPS processors provideSIMD instructions that operate on 8-or 16-
bit integers. All registers are still 32-bits wide, but the SIMD instructions operate on
2 X 16-Dbit values or 4 x 8-bit values at the same time within a 32-bit register.

A Instructions that work on 8 - or 16-bit data types are useful for processing data such
as video or audio, as they do not require full 32-bit precision. The SIMD
Instructions allow these 2x16-bit or4x8 -bit operations to be performed in parallel.



Instruction set architecture (ISA)

A An instruction set architecture acts as an interface between the software and the hardware.
A Part of the abstract model of a computer defining how the CPU is controlled by the software.

A Specify both what the processor is capable of doing as well as how it gets done.
A Provide the only way through which a user is able to interact with the hardware.

A Examples of an instruction set:
A ADD - Add two numbers together.

A COMPARE - Compare numbers.
A JuMP - Jump to a designated RAM address.

A JUMP IF - Conditional statement that jumps to a designated RAM address.
A LOAD - Load information from RAM to the CPU.

A STORE - Store information to RAM.

A IN/OUT - 1/O for a device, e.g., monitor.

Slides adpated by
prof. Han MIT

ETHzurich

Instruction set [Link]; Instruction set architecture [Link]; Apple [Link]; Intel Skylake [Link]; AMD Ryzen [Link]; RISC-V [Link]



Instruction set architecture (ISA)

A Complex Instruction Set Computer (CISC) 4
A Has many specialized instructions, some of which may only be rarely used in practlcal
programs.
A E.g., Intel x86
A Reduced Instruction set Computer (RISC)

A Simplifies the processor by e ¢ i e mplémgnting only the instructions that are frequently
used in programs, while the less common operations are implemented as subroutines.

A E.g., Arm, RISC-V
A Example: For performing an ADD operation
A C=A+B
A CISC may only need one instruction: add a, b, ¢
A RISC may need 4 instructions : load a,regl; load b, reg2; add regl + reg2 = regs3;
storereg3,c

Slides adpated by prof. Han MIT
})nstruction set architecture [Link]; CISC - Complex Instruction Set Computer [Link]; RISC - Reduced Instruction Set Computer [Link]

ETHzuric



SIMD Programming

Single Data

CENTER FOR
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Single Instruction

A SIMD (Single Instruction Multiple Data) 2‘25"? neeen M““l‘;'gb_[’ata
Perform operations on data vectors with a single instruction =—— < - >
A Available on mostly all current processors a 2 JI & ]l 2 J| &
X X
A with SIMD programming, we can
Exploit data-level parallelism in loops b bo f| b1 |[ b2 | Ds
A Achieve speedup by quantization (e.g., int8, fpl6)
Di e r éetween a conventional and SIMD instructions

Single Instruction Multiple Data for ARM Cortex -M

The Cortex-M4 and Cortex-M7 provide SIMD instructions 16 or 8bit
that operate on 8- or 16-bit integers. All registers are still 32-

bits wide, but the SIMD instructions operate on 2 x 16-bit | sz |
values or 4 x 8-bit values at a time within a 32-bit register. P | S|

| a-bit | st | abit | 8bit |

Slides adpated by prof. Han MIT MCUNet: Tiny Deep Learning on loT Devices [Lin et al., NeurlPS 2020]
o On-Device Training Under 256KB Memory [Lin et al., NeurlPS 2022]
ETHzlrich



SIMD Programming in ARM Cortex-M

To use the SIMD instructions from C code:

load values into int32_t variables (ie 32bit registers)
Invoke the corresponding SIMD intrinsic instructions
for example:

int32_tx, Yy, z;

y = Some value ;

X = Some value;

z = __ _SADD16(x, y);

This will perform two 16 -bit signed additions in parallel on the corresponding
halfwords of the operands and writes the results into the corresponding
halfwords of the destination , leaving the result in z.



Pruning:Motivation

Age Number of Connections  Stage

at birth 50 Trillion newly formed

1 yearold [ 1000 Trillion peak

10 year old | 500 Trillion pruned and stabilized

Table 1: The synapses pruning mechanism in human brain development

Trillion of synapses are generated in the human brain during the first few months of birth.

1 year old, peaked at 1000 trillion

Pruning begins to occur.

10 years old, a child has nearly 500 trillion synapses

This 'pruning’” mechanism removes redundant connections in the brain.

https://web.stanford.edu/class/ee380/Abstracts/160106-slides.pdf !



Pruning and Compression or Distillation

Pruningt removes the connections (weights) in the NN below a certain threshold since
these provide low or no utility to the output and may even lead to overfitting. The sparse
Neural Network needs to be retrained after this process.

Before pruning After pruning

Knowledge Distillatiort  often neural networks have a lot of meaningful connections and others that are redundant.
The information in the final model that has been trained is transferred to a smaller network model with fewer
parameters. This compresses part of the network knowledge into a smaller network allowing to reduce the size of the

model.



Is Pruning come for free?Fine Tuning of Pruning

Pruning a model can have a negative effect on accuracy. You
can selectively prune layers of a model to explore the trade-off
between accuracy, speed, and model size.

Tips for better model accuracy:

Ht's generally better to fine-tune with pruning as opposed to
training from scratch.

Nlry pruning the later layers instead of the first layers.

Mvoid pruning critical layers (e.g. attention mechanism).

Evaluate importance
of neurons

J

|mporl:ant neuron

Fine-tuning

yes

Continue pruning?

|
|
[ Remove the least
|
|

-y adammsy -y aEmmy ammy

Figure source and more reading: Molchanov, Pavlo,
Stephen Tyree, Tero Karras, Timo Aila, and Jan Kautz. & no
"Pruning convolutional neural networks for resource efficient Stop pruning
inference." arXiv preprint arXiv:1611.06440 (2016).
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Magnitude-based method: Iterative Pruning +
Retraining (Experlment Overall)

Rate

LeNet-300-100 Ref 1.64% 267K
LeNet-300-100 1.59% - 22K 12X
Pruned
LeNet-5 Ref 0.80% - 431K

12X
LeNet-5 Pruned 0.77% - 36K
AlexNet Ref 42.78% 19.73% 61M

99X
AlexNet Pruned 42.77% 19.67% 6.7M
VGG-16 Ref 31.50% 11.32% 138M

13X
VGG-16 Pruned 31.34% 10.88% 10.3M

Han, Song, et al. "Learning both weights and connections for efficient neural network." NIPS. 2015.

ETHzirich



Possible Pruning

Taylor expansion: pruning as
an optimization problem

Activation: We can evaluate
the standard deviation or the
mean of the activations to

decide to keep the node or not.

Minimum Weight: simplest
possible criterion, and it does
not require any additional
computation during the fine-
tuning process. Evaluation the
norm of the weight.

0.9
0.8
0.7

© 0.6

o

205

=

g 0.4

-

&3 0.3

0.2

Pruning of feature maps in VGG-16 fine -tuned on the Birds -200 dataset.

*—e Taylor WA Y \
s« Activation (mean) .Y'\.

« Minimum weight :
+—e Random 4\
A A From scratch

0.1} e—e OBD (LeCun et al., 1990)
« APoZ (Hu et al., 2016) \ \
0. de—t—®
180% 80% 60% 40% 20% 0%
Parameters

0.9
0.8
0.7

0.6

4

205

=

g 0.4

—

=

§ 0.3

0.2
0.1
0.0
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s—e Taylor

s Activation (mean)
s—a Minimum weight
=—e Random

A A From scratch \
=—s OBD (LeCun et al., 1990) \
« APOZ (Hu et al., 2016) ‘

14 1.2 1.0 0.8 0.6 0.4. 0.2
GFLOPs

Figure source and more reading: Molchanov, Pavlo, Stephen Tyree, Tero Karras, Timo Aila, and Jan Kautz.

"Pruning convolutional neural networks for resource efficient inference.” arXiv preprint arXiv:1611.06440 (2016).



It is also important on large machine!

TRANSFER LEARNING TOOLKIT
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